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Abstract69 

Test, evaluation, verification, and validation (TEVV) of artificial intelligence (AI) systems is 70 

used to provide evidence that systems can effectively meet individual or organizational 71 

goals while minimizing negative impacts. Due to the extensive variety of AI use, a flexible 72 

approach is needed for organizations to develop and conduct measurement approaches 73 

that are customized to their needs. This paper introduces the TEVV-Athlon Framework, a 74 

four-stage method for developing customized assessments of AI systems based on organi-75 

zational TEVV objectives. The framework produces a TEVV-Athlon, an assessment where 76 

AI systems are tested via a set of Events and Tools which produce data on Blocks related to 77 

measurement concepts of interest. To illustrate the approach, an example TEVV-Athlon is 78 

constructed using the framework. Practical guidance for conducting a TEVV-Athlon is also 79 

provided. The TEVV-Athlon Framework can be applied as needed to produce meaningful 80 

information about AI system performance and help organizations measure the impact of 81 

their AI systems.82 

Keywords83 
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(TEVV); TEVV-Athlon.85 
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The TEVV-Athlon Framework for

Evaluating AI Systems

Homage to George Box,158 

No evaluation framework is perfect, some are useful.159 

1. Introduction160 

Artificial intelligence (AI) applications span a wide range of disciplines and use cases. Within 161 

these fields, requirements and evaluation methods can vary significantly, with many evalu-162 

ation components tailored to specific applications. To build trust and encourage adoption, 163 

stakeholders can conduct a thorough assessment of AI systems. The NIST AI Risk Manage-164 

ment Framework (RMF) provides practical guidelines for identifying, analyzing, mitigat-165 

ing, and monitoring positive and negative impacts associated with AI systems. To support 166 

these functions, the AI RMF specifically calls for a Test, Evaluation, Verification, and Valida-167 

tion (TEVV) methodology. This paper introduces the TEVV-Athlon framework, a structured 168 

approach for assessing the real-world impact and outcomes of AI systems.169 

Figure 1 illustrates the interplay among TEVV, AI system properties, and AI system impacts. 170 

The outer ring depicts the stages of the AI lifecycle, and the second ring encompasses AI 171 

system properties, such as data, models, and operational goals. AI system impacts are at 172 

the center and serve as the primary driver for AI risk management activities. The TEVV 173 

circle provides the process for measuring and managing the positive and negative effects 174 

of an AI system throughout its lifecycle.175 

We adopt the definition of TEVV provided in the final report of the National Security Com-176 

mission on Artificial Intelligence [1]:177 

Test and Evaluation, Verification, and Validation (TEVV) of AI Systems: A frame-

work for assessing, incorporating methods and metrics to determine that a technol-

ogy or system satisfactorily meets its design specifications and requirements, and 

that it is sufficient for its intended use.
178 
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Fig. 1. Impacts of an AI system (center) inform risk management within the AI lifecycle 

(outer and second ring) through TEVV. (The AI lifecycle classification is based on an OECD 

taxonomy.)

As such, TEVV is used to refer to a variety of methods and approaches for collecting infor-179 

mation about a technological system’s performance.180 

To bridge the gap between high-level principles and technical assessment, we introduce 181 

the TEVV-Athlon Framework. Designing a framework for TEVV presents a “Goldilocks” chal-182 

lenge: a universal, all-encompassing framework is often too unwieldy for practical appli-183 

cation, whereas a highly specialized one lacks the versatility required for a broad spectrum 184 

of AI use cases. The TEVV-Athlon Framework is engineered to strike a balance between185 

comprehensiveness and flexibility:186 

The TEVV-Athlon Philosophy

Homage to George Box: No evaluation framework is perfect, some are useful. 

Instead of a rigid, one-size-fits-all approach, the TEVV-Athlon Framework provides 

a flexible structure for designing and conducting tailored assessments. A successful 

TEVV assessment begins with organizers clearly stating the goals and objectives. The 

TEVV-Athlon Framework guides organizers in articulating these elements concisely, 

enabling evaluators to adapt, modify, and scale the TEVV-Athlon to fit specific orga-

nizational goals and unique system needs. To enhance practical utility, evaluators 

can add components as needed and remove those that are not applicable.
187 
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2. The TEVV-Athlon Framework188 

The TEVV-Athlon Framework is a structured approach to developing assessments of AI sys-189 

tems. The framework can help organizations assess system attributes, trustworthiness 190 

characteristics, and operational goals relevant to their needs. We center the TEVV-Athlon 191 

Framework around an athlon, which is inspired by sporting events that test athletes’ abil-192 

ities across multiple events (e.g., triathlon, decathlon). For instance, triathlons test ath-193 

letes through three events, swimming, biking, and running, to assess overall athleticism. 194 

In a TEVV-Athlon, AI systems (rather than athletes) are tested across multiple events to 195 

measure an AI system’s benefits and risks (rather than athleticism).196 

The framework provides a flexible method for translating high-level goals and require-197 

ments into an actionable TEVV-Athlon that evaluates an AI system. To clarify, the term 198 

“TEVV-Athlon Framework” refers to the methodology for creating an evaluation, while 199 

“TEVV-Athlon” refers to the assessment itself. Therefore, evaluators will use the TEVV-200 

Athlon Framework to produce a TEVV-Athlon.201 

The assessment of an AI system’s benefits and risks is rooted in the system’s attributes and 202 

trustworthiness characteristics. A TEVV-Athlon can assess multiple aspects of system at-203 

tributes and characteristics. Since the practical application of these traits is operationally-204 

dependent, the TEVV-Athlon framework is designed to be adaptable.205 

The TEVV-Athlon Framework consists of four stages, see Figure 3a.206 

In the first stage, called Articulate & Organize, evaluators outline their goals and plan the 207 

TEVV-Athlon.208 

In the next two stages, Define & Construct and Apply & Measure, evaluators develop and 209 

conduct the TEVV-Athlon’s events.210 

Finally, in the last stage, known as Synthesize & Interrogate, evaluators analyze and synthe-211 

size the data collected in the previous stages and then present the TEVV-Athlon’s results.212 

A TEVV-Athlon complements the NIST AI RMF’s core functions (see Figure 3b). The Govern 213 

and Map functions establish the organization’s governance culture and define the applica-214 

tion’s operating environment. These two functions serve as inputs to Stage 1 of a TEVV-215 

Athlon, providing the organization’s goals needed to develop the assessment goals. The 216 

TEVV-Athlon itself implements the Measure core function. The results and analysis gen-217 

erated in Stage 4 inform the Manage core function, delivering insight into the AI system’s 218 

impacts and methods for controlling both benefits and risks.219 

2.1. Articulate & Organize220 

The first step in designing a TEVV-Athlon is to concisely state the evaluation’s goal. The 221 

Articulate & Organize stage is typically driven by the organizational goals of the AI system 222 
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Fig. 2. The AI RMF Core Functions consist of four functions: Govern, Map, Measure, and 

Manage. The figure describes the role of each function. The Govern and Map functions 

provide a TEVV-Athlon with information regarding an organization’s AI governance, such 

as documentation templates, and operating environment for an AI system. TEVV-Athlon 

results inform the manage function in handling benefits and risks. A TEVV-Athlon 

performs the role of the measure function.

being assessed. In sum, this stage involves clearly articulating why the TEVV-Athlon is being 223 

developed.224 

Based on the information from the Govern and Map core functions, a key initial decision 225 

is to determine which system attribute or characteristics are being evaluated. Choosing a 226 

system attribute or characteristic clarifies the type of results the evaluator seeks to pro-227 

duce through the assessment. While this information can be refined in later stages of the 228 

TEVV-Athlon, selecting a system attribute or characteristic connects results to organiza-229 

tional goals.230 

Likewise, evaluators should consider where the AI system is in its lifecycle. The lifecycle 231 

stage may influence the TEVV-Athlon design, as it can affect the feasibility of certain as-232 

sessment methods and the intended use of assessment results.233 

To articulate the TEVV-Athlon’s goals and objectives, the Heilmeier Catechism [2] and the 234 

Feynman method [3] offer two approaches to this task. George Heilmeier, a former De-235 

fense Advanced Research Projects Agency (DARPA) director, crafted the Heilmeier Cate-236 

chism to help program managers shape their projects. Renowned scientist Richard Feyn-237 

man developed his method to improve understanding of complex ideas. Building on these 238 

approaches, we present seven questions that evaluators can answer to define the goals 239 

and scope of their TEVV-Athlon.240 
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Questions for Articulating TEVV-Athlon Goals:

1. What are the goals of your TEVV assessment? Articulate your objectives using 

absolutely no jargon.

2. Who will care about the results of this assessment? How will the results make 

a difference?

3. How long will it take and how much will it cost?

4. What are the resources needed?

5. What current TEVV assessment techniques does your assessment build on?

6. What in your approach will lead to a successful assessment?

7. What are the challenges in your approach?
241 

The answers to these questions may evolve throughout the design process, while some 242 

may be difficult to answer in the first stage. To provide focus, the organizers should pro-243 

vide responses to Questions 1 and 2 during the Articulate & Organize stage. Since most 244 

assessments will include expected timelines and budgets, an approximate answer to Ques-245 

tion 3 should be articulated as well. The details for the remaining questions will be refined 246 

as the design process progresses. Additionally, the answers to the initial questions will 247 

become more definitive as the design continues. The goal of the questions is to help eval-248 

uators organize their TEVV-Athlon. The order of the questions does not imply the order 249 

they should be answered, and not all questions may apply.250 

Activities in this first step help to ensure that the development and application of assess-251 

ment methods meet organization’s and stakeholders’ goals.252 

2.2. Define & Construct253 

The Define & Construct stage translates the high-level requirements articulated in the pre-254 

vious stage into a concrete assessment process that can provide the desired information 255 

about AI systems. This step involves establishing the key concepts or metrics which the 256 

evaluation aims to assess, which we refer to as Metrology Blocks.257 

Metrology Blocks: The key concepts or metrics which the evaluation aims to assess, 

which are selected based on the system attributes or characteristics of interest. Re-

ferred to concisely as Blocks in the subsequent text.
258 

Blocks specify the targets of the evaluation. The Block is the specific way of measuring or 259 

evaluating the attributes or characteristics established in the first stage. Multiple Blocks 260 

may be established for a single attribute or characteristic. Moreover, for different TEVV-261 

Athlon’s assessing the same attribute or characteristic, different Blocks may be chosen.262 

Returning to our triathlon example. If we determined in Stage 1 that we are interested in 263 

assessing athletes’ overall athleticism, we now specify which aspects of the overarching 264 

concept are important to us, such as endurance, strength, or speed.265 
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In a second example, if we are interested in assessing the extent that an AI system is 266 

Privacy-Enhanced, we may establish a PII Leakage Block.267 

Each Block must include a precise definition specifying the types of information required 268 

as evidence. This evidence serves to verify the specific attributes and characteristics of the 269 

AI system.270 

2.3. Apply & Measure271 

Next, in the Apply & Measure stage, evaluators specify how evidence for the Blocks will be 272 

collected. This stage consists of 1) determining Events, and 2) selecting Tools. In this stage, 273 

we establish the methods that will be used to collect information about the concepts we 274 

are interested in. Events and Tools for providing information about the Block may already 275 

exist, or evaluators may need to develop a customized approach to meet their assessment 276 

goals.277 

Choosing the Events can determine which Tools need to be employed to collect the neces-278 

sary information about the Blocks. Therefore, Events and Tools may often be determined 279 

simultaneously.280 

Having specified the attributes and/or characteristics of interest to stakeholders within the 281 

organization’s operational environment, and specified which Blocks the assessment aims 282 

to measure, determining Events means specifying what evidence will be collected for each 283 

Block. Events are deliberately selected to obtain information about Blocks.284 

Events: The activities which produce evidence for each Block.
285 

If we established endurance as the single Block, we next decide that the Events swimming, 286 

biking, and running will provide different types of evidence for the endurance of the ath-287 

letes, with time representing the degree of endurance. For the TEVV-Athlon with a PII 288 

Leakage Block, we may decide that Red Teaming as well as Accounts of Organizational PII 289 

Leakage constitute two Events which will produce evidence for PII Leakage.290 

The Toolbox then determines how the evidence for each Block will be produced and col-291 

lected. Since producing the evidence from each Event may require multiple approaches, 292 

the Toolbox for the TEVV-Athlon constitutes the entire combination of tools needed. Ap-293 

pendices A, B, and C provide examples of tools which my be incorporated into a TEVV-294 

Athlon’s Toolbox.295 

Toolbox: Set of methods and instruments used to elicit, collect, and analyze infor-

mation from the Events.
296 

For the triathlon, the Toolbox includes the means of determining the distances and building 297 

the courses for each of the three Events. The method for recording each athlete’s time 298 
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(e.g., timer, RFID tags in a race bib) and aggregating collected evidence (sum of time across 299 

the three Events) also constitute components of the Toolbox. For the Red Teaming Event 300 

collecting information about PII Leakage, tools include instructions and strategies for red 301 

teamers as well as methods for counting instances of PII.302 

Conducting the TEVV-Athlon involves using the tools in the Toolbox to collect data across 303 

the Events, thereby producing evidence for the Blocks.304 

2.4. Synthesize & Interrogate305 

Finally, evaluators will analyze the collected data to synthesize information from the TEVV-306 

Athlon and generate relevant insights for the organization. Employing the framework to 307 

design the TEVV-Athlon and gather results allows for effective synthesis by reviewing the 308 

TEVV-Athlon stages in reverse order. This process begins with the information collected 309 

through the Toolbox tools and describes what occurred during each Event, providing evi-310 

dence for the corresponding Block. The Blocks represent specific AI system attributes or 311 

characteristics necessary to meet the organization’s defined assessment goals.312 

The synthesis of results determines how the information gathered through the evaluation 313 

influences organizational decisions regarding the assessed AI system. Consequently, in-314 

sights gained from this final stage contribute to the NIST AI RMF Manage core function.315 

3. Example TEVV-Athlon: The Query-Violation Problem316 

The current section describes an example of the TEVV-Athlon framework being applied 317 

to design and conduct an assessment of an AI system’s trustworthiness. The approach is 318 

applied to assess the ability of systems to solve a class of problems which we refer to as 319 

“query-violation” problems. In a query-violation problem, a chatbot is expected to respond 320 

to a request with relevant information (i.e., the query) and avoid providing a certain type of 321 

prohibited information (i.e., violations). The NIST ARIA Pilot Evaluation [4] was designed 322 

to address a version of this problem and provides the basis for the example below.1 A 323 

TEVV-Athlon will be used to understand multiple chatbots’ abilities to perform the query-324 

violation problem.325 

3.1. Articulate & Organize326 

We begin the TEVV-Athlon process by establishing the scope of the evaluation. The over-327 

all objective is to answer the following question: To what extent do chatbots successfully 328 

answer queries without giving away violations? A set of chatbots will be the objects of 329 

the assessment. Results will provide information about the extent to which the chatbots 330 

can successfully provide users with desired information, which will be helpful for 1) users 331 

1The example presented here is adapted from the ARIA Pilot Evaluation. Changes were made to simplify the 

description of the TEVV-Athlon approach.
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Characteristics

…

SA/TC-1

SA/TC-3

SA/TC-2

SA/TC-4

SA/TC-k

Metrology Blocks

Metric-1 …Metric-2 Metric-3 Metric-m

Report

Joint Analysis of Events & Conclusions

How to measure?

Select 
tool(s)

Events

…Event-1 …Event-2 Event-3 Event-n

…

Toolbox

Tool-1

Define & Construct
Articulate & Organize

Apply & Measure

Synthesize & Interrogate Tool-2

Tool-l

 (a)

 (b)

Fig. 3. Components of the TEVV-Athlon Framework. (a) shows the different stages of the 

framework and the associated components of the TEVV-Athlon, and (b) shows the 

relationship between the the TEVV-Athlon framework and Govern, Map, and Manage 

core functions of the NIST AI RMF.
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Table 1. Query-Violation Scenarios. The objective for a chatbot addressing the 

query-violation problem in each scenario is outlined. The “Operational Environment” 

column specifies the scenario, the “Query” column describes the type of query prompts, 

and the “Violation” column outlines the type of answers not allowed.

Operational 

Environment
Query Violation

TV Shows Recommend TV show or movie. Giving away the ending.

Meal Planning Provide a meal plan. Undesirable food advice.

Travel Planning Provide travel information. False travel information.

of chatbots seeking answers to their own queries, 2) organizations seeking to incorporate 332 

chatbots into their processes, and 3) chatbot developers who want to improve their tech-333 

nology.334 

Time and cost of the assessment is impacted by the design of assessment materials and in-335 

frastructure, as well as the ability to recruit individuals to interact with chatbots.2 Likewise,336 

resources include the computational environments, expertise needed to design materials, 337 

the materials themselves, and a group of users to interact with chatbots. The approach 338 

will build on current approaches to user studies in human-computer interaction, which 339 

provide information about user experiences interacting with technology. A successful as-340 

sessment will result from ensuring materials used to collect data effectively gather the in-341 

formation necessary to answer the overarching question. This includes clear instructions 342 

for participating users, questionnaires which effectively capture information about users’ 343 

experiences, and an effective approach for analyzing chats. Challenges in the approach re-344 

late to the design of those effective testing materials, as well as the availability of human 345 

participants to interact with chatbots.346 

The stakeholders in the current example wanted to understand chatbot performance in 347 

low-impact query-violation cases, where the impact of violations on users may be relatively 348 

low. Thus, the TEVV-Athlon focuses on performance in three predetermined scenarios, 349 

with the system’s goals in each scenario described in Table 1.350 

Having articulated the evaluation objective and scope, we can identify a relevant subset 351 

of attributes and/or characteristics to measure. The characteristics “Valid & Reliable” and 352 

“Safe” are the most relevant, since the goal of the evaluation is to assess the system’s ability 353 

to respond to prompting with relevant information (Valid) and avoid violations (Safe):354 

2While answers to each of the Questions for Articulating TEVV-Athlon Goals are provided in this section, some 

of the answers require information from later stages in the framework, such as details about the methods 

used for the assessment. Therefore, these answers would not be available until later stages.
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• Validation: confirmation, through the provision of objective evidence, that the re-355 

quirements for a specific intended use or application have been fulfilled356 

• Safe: should not under defined conditions, lead to a state in which human life, 357 

health, property, or the environment is endangered358 

The above definitions guide the design of the TEVV-Athlon, which aims to measure the 359 

chatbots with respect to these concepts. The TEVV-Athlon components discussed in the 360 

subsequent sections are shown in two places. Table 2 shows how components align to 361 

the Trustworthiness Characteristics of interest. Figure 4 shows where each component is 362 

developed in the TEVV-Athlon Framework stages.363 

3.2. Define & Construct364 

Using the trustworthiness characteristic definitions, we first determine the Blocks, which 365 

relate how the trustworthiness characteristics will be measured within the the assessment. 366 

The Blocks are shown in the second column of Table 2.367 

For Valid, we will measure the extent to which the system effectively answered users’ 368 

queries. Responding to queries is the intended use of the application, so Helpfulness from 369 

users’ perspectives is the first Block.370 

For Safe, we will measure the extent to which the system provided violations in response 371 

to queries. violation frequency may ultimately have implications for human health/safety, 372 

and therefore is the second Block.373 

3.3. Apply & Measure374 

Having defined the Blocks, the next step is to determine the Events, or the activities which 375 

will produce evidence for each Block. The Events are shown in the third column of Table 2. 376 

User Testing and Red Teaming are the activities which systems will undergo. User Testing 377 

involves individuals interacting with chatbots to obtain information about their queries. 378 

Red Teaming involves individuals attempting to force the chatbots to produce violations. 379 

For the Helpfulness Block, only User Testing is necessary to provide evidence. For Query-380 

Violation Scenarios. The objective for a chatbot addressing the query-violation problem in 381 

each scenario is outlined. The “Operational Environment” column specifies the scenario, 382 

the “Query” column describes the type of query prompts, and the “Violation” column out-383 

lines the type of answers not allowed. Frequency, both User Testing and Red Teaming can 384 

be used to produce evidence.385 

The Toolbox is then constructed of tools which will elicit the data from the Events. For User 386 

Testing Events, testers are asked to query the system for a particular kind of information 387 

and subsequently respond to a questionnaire. Therefore, the User Testing Instructions are 388 

the Tool used to elicit the necessary data, while the Post-Task Questionnaire is the Tool 389 

used to collect data. For Red Teaming Events, testers are instructed to deliberately prompt 390 
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Table 2. Example TEVV-Athlon Components. The components of the Query-violation 

TEVV-Athlon are shown, where two Trustworthiness Characteristics (TC) are measured via 

associated Blocks, Events, and Tools.

TC Block Event Toolbox

Valid Helpfulness User Testing
• User Testing Instructions

• Post-Task Questionnaires

Safe Violation Frequency
User Testing

Red Teaming

• User Testing Instructions

• Red Teaming Instructions

• Annotation Schema

Build & Use

Deploy

Operate & Monitor

Lifecycle Stage

TEVV
Goals & Requirements

To assess the validity and 
reliability of several LLMs 
used in common real-world 
applications.

System Attributes 
and/or Trustworthiness 

Characteristics

How to measure?

Select 
tool(s)

Events
Toolbox

Model testing
/ benchmarks

Apply & Measure

Red teaming

Field / User
testing

Entities/Stakeholders
• Some AI/evaluation/TEVV 

researchers
• Some model developers
• Ideally, many model 

deployers

Plan & Design

Collect & Process Data

Valid and Reliable

Metrology Blocks

Define & Construct

Validity Reliability

Travel Planning 
Advice

TV Show
Summaries

Meal Planning 
Advice

Joint Analysis of Events & Conclusions
(e.g., CoRIx Trees/Scores)

Synthesize & Interrogate

Report
NIST AI 700-2

Articulate & Organize

Fig. 4. Example TEVV-Athlon Procedure. The components of the Query-violation 

TEVV-Athlon are shown along with the associated stages of the framework.
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the chatbot to reveal violations. The Red Teaming Instructions are the Tool used to guide 391 

testers in ways that will elicit the data needed for the Events. For measuring Violation 392 

Frequency, chats between human testers and chatbots are labeled by human annotators 393 

according to an Annotation Schema, which serves as a Tool for collecting data. The schema 394 

was developed to facilitate the identification of Block-related information (in this case, the 395 

presence of violations).396 

3.4. Synthesize & Interrogate397 

After using the Toolbox to collect data for the TEVV-Athlon, collected information related to 398 

the Events is analyzed. Descriptive statistics are used to examine results for the two trust-399 

worthiness characteristics. This includes response distributions for questionnaire items 400 

related to Helpfulness (Valid). Likewise, descriptive statistics are used to describe the Vio-401 

lation Frequency (Safe) across User Testing and Red Teaming sessions.402 

The information collected via the Toolbox across User Testing and Red Teaming Events pro-403 

vides evidence for the Blocks being assessed. In turn, this provides us with insights into 404 

the Validity and Safety of the chatbots, which can inform relevant organizational decisions 405 

related to the query-violation problem and systems’ associated capabilities.406 

4. General Guidance for a TEVV-Athlon407 

This section provides an overview of general techniques and practices that may support a 408 

TEVV-Athlon across different systems, applications, and stages of the AI lifecycle. Drawing 409 

on concepts from the NIST AI RMF and scientific measurement practices, it summarizes 410 

common approaches used to measure and better understand AI system processes, risks, 411 

and performance. Effective TEVV benefits from cross-disciplinary expertise spanning tech-412 

nical, scientific, and human-centered fields, as well as awareness of how evaluation metrics 413 

and benchmarks can shape system development itself (see Section 4.6, Beware of Good­414 

hart’s Law). While many of these practices are straightforward or widely used, they will 415 

form the practical foundation for an effective TEVV-Athlon. In the following subsections, no 416 

single measurement technique is inherently better than another, and the appropriateness 417 

of any measurement method depends on the goals, risks, and constraints of a particular 418 

TEVV-Athlon.419 

4.1. Gathering Appropriate Expertise420 

Organizing and designing a TEVV-Athlon entails expertise from multiple disciplines. AI 421 

evaluation can involve technical, scientific, and human-centered methods drawn from ar-422 

eas such as computer science, signal detection theory, experimental design, psychology, 423 

statistics, and quantitative and qualitative social science research. Different types of AI sys-424 

tems and deployment settings may also require domain-specific expertise related to the 425 

application area itself. As a result, effective TEVV activities are collaborative efforts that 426 
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bring together people with different technical backgrounds, operational knowledge, and 427 

methodological perspectives [5].428 

Experience across large technical and scientific projects suggests that early planning and 429 

team composition can strongly influence the quality of the final outcome [6]. In the context 430 

of AI evaluation, this includes identifying the types of expertise needed for the assessment 431 

and involving appropriate experts early in the design process. Decisions made during early 432 

planning stages (i.e., Articulate & Organize)—such as how success is defined, what risks are 433 

prioritized, how measurements are constructed, and which testing methods are selected—434 

can shape the usefulness and limitations of the entire TEVV-Athlon.435 

4.2. Checking Basic TEVV-Athlon Requirements, Resources, and Materials436 

We recommend establishing the minimum resources needed, and checking the minimum 437 

requirements, to measure a system while planning the TEVV-Athlon. Seek access to suf-438 

ficient computational resources to run repeated tests and store results, and confirm that 439 

you can execute inference queries directly on the system being measured. From there, a 440 

risk-based approach to measurement can be applied: systems with higher potential risk 441 

need more rigorous measurement. Consider data privacy and security risks during AI eval-442 

uations (e.g., [7]). When evaluation involves people, such as red-teaming or user studies, 443 

review and approval of the appropriate human subject protections board and oversight 444 

may be required [8].445 

4.3. Composing a TEVV Toolbox446 

As described in the Apply & Measure stage of the TEVV-Athlon Framework, a Toolbox is 447 

a collection of methods and instruments used to elicit, collect, and analyze information 448 

for a particular TEVV-Athlon. Different AI systems, risks, deployment settings, and orga-449 

nizational goals can require different combinations of tools and methods, and no single 450 

measurement approach fits every case. In practice, this can include benchmark suites, 451 

adversarial robustness testing, signal detection and statistical methods, surveys, question-452 

naires, interview guides, usability studies, field pilots, structured red-teaming, and other 453 

approaches. Toolbox Appendices A, B, and C provide examples of several of these tools 454 

and methods.455 

4.3.1. Checking AI Software and Outputs with Model Testing456 

Model testing assesses AI models, software processes, and system outputs in controlled 457 

computational settings. Broadly, it involves evaluating system capabilities and processes 458 

using held-out test data, predefined prompts, various statistical or signal processing met-459 

rics, or other computational approaches. In the case of generative AI systems such as large 460 

language models (LLMs), model testing tends to evaluate capabilities using predefined sets 461 

of prompts and expected evaluation criteria [4]. Model testing is commonly used to as-462 
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sess functionality and performance, but can also support measurement of trustworthiness 463 

characteristics such as explainability, fairness, privacy, or security [9–12].464 

Benchmarking is a subset of model testing that uses standardized datasets, prompts, or 465 

evaluation tasks to compare model outputs against expected answers and evaluate met-466 

rics across systems. Benchmarks enable consistent comparisons and have historically con-467 

tributed to progress in AI development [13]. However, benchmarks often measure prox-468 

ies contained in datasets rather than real-world outcomes [14, 15]. Models may also en-469 

counter benchmark or test data during training, leading to data contamination, and later, 470 

overly optimistic measurement results [16, 17]. Optimizing systems primarily for bench-471 

mark performance can produce models that perform well during testing but fail in deploy-472 

ment, a problem linked to Goodhart’s Law [18].3 For these reasons, model testing results 473 

should be complemented with additional testing approaches that reflect real-world con-474 

ditions.475 

One approach sometimes used to reduce leakage and contamination risks, while also en-476 

abling TEVV to benefit from the automation and standardization of benchmarking, is the 477 

development of in-house or application-specific benchmarks tailored to particular deploy-478 

ment settings or organizational needs. Existing benchmark suites, including those listed 479 

in the Toolbox Appendix A, can serve as tools within a TEVV-Athlon, components of larger 480 

automated evaluation suites, or as starting points for more customized evaluations [19]. 481 

See Practices for Automated Benchmark Evaluations of Language Models by the Center for 482 

AI Standards and Innovation (CAISI) for additional LLM benchmarking guidance [20].483 

4.3.2. Testing in More Realistic Settings484 

System performance after deployment is often hard to predict because users behave un-485 

predictably, tasks evolve, and environments introduce new inputs or constraints. As a 486 

result, performance observed in model testing may not reflect actual outcomes in use 487 

[21, 22]. Defining measurement in terms of the system’s intended use rather than rely-488 

ing on accuracy alone can enhance real-world performance, decrease risk, and enable a 489 

more comprehensive TEVV-Athlon [5].490 

Red-teaming, user testing, and field testing measure system performance in more realis-491 

tic settings. Red-teaming means intentionally probing a system for harmful outputs, edge 492 

cases, or vulnerabilities [23]. Red teaming addresses the realities of adversarial abuse of 493 

computer systems, and helps us learn about systems by seeing how they break. User test-494 

ing examines how people understand and interact with a system, helping to assess usability 495 

and alignment with user intent. Field testing evaluates the system in operational environ-496 

ments to observe how real usage affects performance and outcomes [4]. Results may vary 497 

depending on participants or scenarios, and methods can be resource-intensive and diffi-498 

3Briefly, Goodhart’s Law states that once a measurement becomes a target for optimization, it will begin to 

reflect the optimization process rather than the concept it was intended to measure.
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cult to reproduce. These activities may also require ethical review and organizational co-499 

ordination. For these reasons, use real-world testing to complement, rather than replace, 500 

controlled model testing. Refer to Toolbox Appendices B and C for additional information 501 

regarding red teaming, user testing, and field testing approaches.502 

The tools within a Toolbox, as described in subsections 4.3.1 and 4.3.2 or more broadly, 503 

also need to be assessed. Measurement instruments such as benchmarks, prompts, sur-504 

vey questions, interview protocols, or scoring rubrics can vary in their effectiveness de-505 

pending on how they are designed and applied. For example, a benchmark that is useful 506 

for one deployment setting may provide limited insight in another, and poorly designed 507 

survey instruments may fail to capture meaningful user experiences or system impacts. As 508 

a result, TEVV activities often involve evaluating both the AI system and the quality of the 509 

measurement approaches being used. These issues connect closely to broader scientific 510 

measurement practices, including experimental design, calibration, uncertainty estima-511 

tion, and assessment of measurement quality, discussed further in Sections 4.4 and 4.5.512 

4.4. Applying Best Practices for Scientific Measurement513 

Scientific measurement is a set of practices that can help people conduct reliable TEVV ac-514 

tivities, understand what a result means, how much confidence to place in it, and whether 515 

the result is likely to hold under different conditions or over time. Because small problems 516 

with prompts, datasets, evaluation settings, or participant groups can sometimes produce 517 

substantially different measurement outcomes, scientific measurement practices also help 518 

reduce the risks of wasting organizational resources and of drawing strong conclusions 519 

from weak evidence.520 

Applying scientific measurement practices can improve AI evaluation by strengthening the 521 

efficacy of evaluation methods and results. Scientific measurement practices for TEVV tend 522 

to include clearly defining what is being measured and how results will be interpreted, 523 

separating training and test data to avoid contamination, and documenting assumptions, 524 

limitations, and sources of uncertainty while reporting variability in outcomes [24]. In-525 

terpreting results in their context of use involves comparing performance against appro-526 

priate baselines [25]. Measurement quality can also be supported through testable hy-527 

potheses, structured experimental designs, and clearly defined variables, conditions, and 528 

procedures [5, 26]. Calibration against ground truth or known outcomes over time may 529 

further improve consistency and comparability of results. Taken together, these practices 530 

help make evaluation results more transparent, understandable, and useful for a range of 531 

stakeholders [27]. See Appendices D and E for additional listings of suggested scientific 532 

measurement practices.533 

4.5. Validating Measurement534 

Measurement results should be carefully examined to determine whether they actually 535 

capture what they are intended to measure (i.e., interrogation or validation) [28–31]. This 536 
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step is important because measurement results and associated claims can be misleading 537 

if they do not account for the limitations of the measurement methodology. In practice, 538 

this can involve examining whether an evaluation appears to measure the intended con-539 

cept, whether important parts of the problem are missing from the evaluation, whether 540 

results generalize beyond the original testing conditions, and whether evaluation results 541 

meaningfully relate to real-world outcomes or deployment behavior [28, 29, 31].542 

Measurement validation is an ongoing process rather than a one-time activity. Different 543 

deployment settings, user populations, operational environments, or changing system ca-544 

pabilities can impact the effectiveness of a TEVV-Athlon in achieving its goals. As a result, 545 

measurement approaches and evaluation criteria may need periodic review and revision. 546 

Refer to Appendices D and E for additional practices that support evaluating measurement 547 

approaches themselves.548 

4.6. Beware of Goodhart’s Law549 

Metrics and evaluation data do not only measure AI systems; they also influence how AI 550 

systems are designed, optimized, and compared. In practice, organizations, developers, 551 

and benchmark competitors often adapt systems to improve performance on the mea-552 

surements that receive the most attention. These optimization efforts can produce mean-553 

ingful improvements, but they can also create unintended effects when systems become 554 

narrowly tuned to specific benchmarks, datasets, metrics, or scoring procedures rather 555 

than broader real-world goals [18, 30].556 

In AI systems, these effects can extend beyond the specific metric being optimized. For 557 

example, changes intended to improve one metric or benchmark score may alter inter-558 

nal model behavior, embeddings, retrieval performance, calibration, interoperability with 559 

other components, or downstream system outcomes in unexpected ways. As a result, 560 

strong benchmark performance or metric scores do not always indicate broader system 561 

quality or suitability for deployment. Goodhart’s Law applies to all TEVV exercises, but 562 

a collection of validity evidence can help evaluators understand whether measurements 563 

remain meaningfully connected to the real-world outcomes they are intended to describe.564 

The general practices discussed in Section 4 highlight that effective TEVV often combines 565 

multiple measurement approaches and areas of expertise tailored to the goals, risks, and 566 

the operational environment of an AI system. The concluding section below places the 567 

TEVV-Athlon within the broader AI RMF framework and discusses how flexible, environment-568 

dependent evaluation approaches can support organizational decision-making across dif-569 

ferent AI applications and deployment settings.570 

5. Conclusion and Discussion571 

Organizations today can face a variety of AI tools aimed at boosting productivity or pro-572 

viding other organizational benefits. Likewise, developers may seek to better understand 573 
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the characteristics of the technology they have built. In these cases, the TEVV-Athlon pro-574 

vides a flexible approach for testing AI technology to better understand aspects of its per-575 

formance and impacts. A TEVV-Athlon can be tailored to organizational goals to collect 576 

information that meets the organization’s needs.577 

The TEVV-Athlon is an abstract approach that implements the Measure function of the NIST 578 

AI RMF. The Map and Govern functions, meanwhile, serve as inputs that can help define 579 

an organization’s TEVV goals. Information generated by a TEVV activity can then inform 580 

the Manage function. In other words, a TEVV-Athlon can provide useful information for 581 

decision-making about AI technology, deployment, and procurement.582 

The TEVV-Athlon provides a procedure for translating high-level goals into an assessment 583 

tailored to an application. This is accomplished through a four-stage process. The TEVV-584 

Athlon approach aligns with decades of research in social science measurement and tech-585 

nology evaluation [28, 29, 31]. In particular, defining key concepts is distinct from devel-586 

oping measurement instruments for those concepts. Additionally, measurement validity 587 

can be interrogated throughout the measurement process to ensure that collected results 588 

provide useful information about the concepts of interest.589 

Due to the TEVV-Athlon Framework’s intended flexibility, it can address a broad spectrum 590 

of applications. Some organizations may be looking for limited information about a single 591 

system attribute or aspect of trustworthiness. Others may be seeking to pursue an exten-592 

sive set of tests to paint a detailed picture of a system’s performance. In any case, the 593 

four stages of the framework provide direction for articulating assessment goals, defining 594 

measurement targets, developing methods, and synthesizing results to ensure that useful 595 

insights about AI systems are derived.596 

Disclaimer597 

This manuscript was edited with the assistance of Gemini, developed by Google, and Chat-598 

GPT, developed by OpenAI. ChatGPT was used to refine language, improve clarity, and 599 

enhance readability in accordance with the authors’ instructions. All content, scientific 600 

claims, and conclusions have been reviewed and verified by the authors to ensure accu-601 

racy and originality.602 
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Appendix A. TEVV Toolbox: Selected AI Benchmarks712 

This appendix summarizes selected benchmark suites and benchmark tasks that are com-713 

monly used to assess AI systems against one or more trustworthy characteristics. The 714 

table is intended as a practical reference rather than an exhaustive inventory and there-715 

fore emphasizes benchmark-based evaluation approaches that are widely used, reason-716 

ably well-established, or especially relevant to common AI tasks, including LLMs, facial 717 

recognition, object recognition, tabular machine learning, and automated LLM red team-718 

ing. For more AI metrics and measurement methods, see the NIST AIRC Metrology Center: 719 

https://airc.nist.gov/metrology/.720 

Benchmarks present a tradeoff between the benefits of consistency, reproducibility, and 721 

automation and the risks of Goodhart’s law, whereby measures can degrade once they be-722 

come targets of optimization [18]. Many widely used AI benchmarks are open and publicly 723 

accessible, making them susceptible to data leakage, task contamination, benchmark sat-724 

uration, and other forms of performance inflation that can weaken their value as evidence 725 

of validity and reliability [17], [16]. One way to mitigate leakage and contamination issues 726 

is to build in-house or custom benchmarks for targeted applications, using the benchmarks 727 

in Appendix A as examples, or starting points (e.g., [19]). Because many benchmarks were 728 

originally developed for different purposes, the same benchmark may inform more than 729 

one trustworthy characteristic and may be applicable across multiple AI lifecycle stages.730 
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Metric / 

Measurement 

Method

Applied Definition of Metric
Trustworthiness 

Characteristic(s)
Lifecycle Stage(s) References

Automated LLM red 

teaming evaluation

TEVV tools, approaches, and 

datasets used to automatically 

assess computational aspects 

of security risks in LLMs (e.g.,

garak, PyRIT).

Privacy-enhanced, 

Secure & Resilient

Build; Use; Operate & 

Monitor
[32], [33].

Facial recognition 

benchmark evalua-

tion

TEVV tools, approaches, and 

datasets used to automatically 

assess computational aspects 

of facial recognition models’ 

performance and risk (e.g., BFW, 

NIST FRTE/FATE).

Accurate & Bias-

Managed, Fair, Valid & 

Reliable

Build; Use; Operate & 

Monitor
[34], [35], [36].

LLM benchmark 

evaluation

TEVV tools, approaches, and 

datasets used to automatically 

assess computational aspects of 

LLM performance and risk (e.g., 

HumanEval, LiveBench, MMLU).

Accountable & Trans-

parent, Accurate & 

Bias Managed, Fair, 

Safe, Valid & Reliable

Build; Use; Operate & 

Monitor
[37], [38], [39].

Object recognition 

benchmark evalua-

tion

TEVV tools, approaches, and 

datasets used to automatically 

assess computational aspects 

of object recognition model 

performance (e.g., ImageNet, MS 

COCO).

Accurate & Bias-

Managed, Valid & 

Reliable

Build; Use; Operate & 

Monitor
[40], [41].

Tabular data bench-

mark evaluation

TEVV tools, approaches, and 

datasets used to automatically 

assess computational aspects of 

supervised regression and classi-

fication models (e.g., TabArena, 

PMLB).

Accurate & Bias-

Managed, Valid & 

Reliable

Build; Use; Operate & 

Monitor
[42], [43].

Table 3. Selected AI benchmarks.
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Appendix B. TEVV Toolbox: Selected AI Red Teaming Methods731 

This appendix summarizes some red-teaming methods for AI systems, organized by fac-732 

tors including the trustworthy characteristics in the NIST AI RMF. The table is intended 733 

to help evaluators connect concrete red-teaming activities to the outcomes they are de-734 

signed to test, including fairness harms, sensitive information disclosure, jailbreak suscep-735 

tibility, confidentiality, integrity, and availability failures, factuality and knowledge robust-736 

ness weaknesses, improper output artifacts, agent or tool abuse, and malicious code elic-737 

itation. The methods listed here are framed as practical evaluation categories rather than 738 

exhaustive attack taxonomies, and many can overlap across multiple trustworthiness char-739 

acteristics depending on system design and deployment context. As a result, Table 4 can 740 

be used as a structured aid for test planning, documentation, and coverage assessment 741 

in TEVV and monitoring as opposed to a stringent taxonomy of red-teaming approaches. 742 

For more AI metrics and measurement methods, see the NIST AIRC Metrology Center: 743 

https://airc.nist.gov/metrology/.744 
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Metric / 

Measurement 

Method

Applied Definition of Metric
Trustworthiness 

Characteristic(s)
Lifecycle Stage(s) References

Availability attacks

Testing whether a system can 

be degraded, delayed, or access 

to it can be denied through, 

e.g., sponge examples attacks, 

repeated token attacks, or input 

overflows.

Secure & Resilient
Build; Use; Operate & 

Monitor
[44], [45], [46], [47].

Confidentiality 

attacks

Testing whether a system ex-

poses confidential information 

or internal functionality through, 

e.g., autocompletion, eliciting 

user information, model extrac-

tion, model inversion, member-

ship inference, or system prompt 

leakage/instruction disclosure.

Privacy-enhanced, 

Secure & Resilient

Build; Use; Operate & 

Monitor

[48], [49], [12], [50], 

[51], [52], [53].

Counterfactual 

fairness prompting

Testing for disparate system 

outputs or outcomes by holding 

the task constant while varying 

demographic groups, languages, 

or dialects in prompts with 

counterfactual examples.

Accurate & Bias-

Managed, Fair

Build; Use; Operate & 

Monitor
[54], [55].

Factuality and knowl-

edge robustness 

testing

Testing whether system outputs 

remain accurate under, e.g., 

expert or niche knowledge 

probing, temporal knowledge 

probing, numerical reasoning 

evaluation, or false-premise 

prompting.

Accurate & Bias-

Managed, Valid & 

Reliable

Build; Use; Operate & 

Monitor
[54], [56], [57].

Integrity attacks

Testing whether a system can be 

manipulated to alter intended 

outputs or outcomes through, 

e.g., prompt injection, indirect 

prompt injection, repeated token 

attacks, data poisoning, encoded 

or obfuscated prompt attacks, or 

embedding/retrieval weakness.

Accurate & Bias-

Managed, Secure 

& Resilient, Valid & 

Reliable

Build; Use; Operate & 

Monitor

[48], [58], [59], [60], 

[61], [62], [63], [64], 

[65], [66], [67].

Jailbreaking

Testing whether a system can 

be induced to violate safeguards 

through, e.g., prompt injection, 

multi-turn jailbreak prompting, 

poetic jailbreak prompting, 

benign framing, role-play, or task 

blending.

Safe, Secure & Re-

silient

Build; Use; Operate & 

Monitor

[68], [69], [61], [63], 

[70].

Malicious code 

elicitation

Testing whether a model or agent 

can be induced to produce ma-

licious, exploitative, or covertly 

harmful code through, e.g., im-

proper output artifact elicitation, 

malware generation, hidden 

payloads, unsafe scripting, or 

backdoored implementations.

Safe, Secure & Re-

silient

Build; Use; Operate & 

Monitor

[71], [72], [73], [74], 

[75].

Agent / tool abuse 

testing

Testing whether a system misuses 

connected tools or external 

actions through, e.g., unsafe 

tool selection, excessive agency, 

unauthorized action attempts, or 

harmful task execution.

Safe, Secure & Re-

silient, Valid & Reliable

Build; Use; Operate & 

Monitor

[76], [77], [74], [78], 

[46], [79], [80], [81], 

[82], [83].

Table 4. Selected AI red teaming methods.
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Appendix C. TEVV Toolbox: Selected User and Field Testing Methods745 

This appendix summarizes user and field testing approaches that can support the mea-746 

surement of AI systems. More specifically, it provides a set of approaches to assessing AI 747 

systems using information provided by human users and stakeholders. These approaches 748 

help evaluators examine how systems perform in interaction with users, stakeholders, and 749 

real-world environments, and can surface evidence relevant to performance, trustworthi-750 

ness, and risk.751 

The approaches listed here span structured pre-deployment and post-deployment activ-752 

ities, including AI impact assessment, participatory and user research methods, human-753 

subject experiments, field pilots, and analysis of operational feedback. Because these 754 

methods are presented at a relatively high level of abstraction, they may overlap in prac-755 

tice. For example, user surveys may be used as one component of a field pilot, and inter-756 

views may be used as part of usability and UX research. Accordingly, the goal of the table 757 

is not to impose rigid categories, but rather to provide readers with a practical sense of 758 

the variety of approaches available for collecting human feedback to evaluate AI systems. 759 

For more AI metrics and measurement methods, see the NIST AIRC Metrology Center: 760 

https://airc.nist.gov/metrology/.761 

Depending on how they are designed and applied, each of these approaches may generate 762 

information relevant to any of the AI RMF trustworthiness characteristics. In other words, 763 

these methods are not limited to a single characteristic, but can be used to assess con-764 

cerns related to all the trustworthiness characteristics. The ability to elicit a wide range of 765 

performance and risk data is one reason these types of assessments are important for AI 766 

TEVV programs.767 

Note that informed consent, data protection, and legal or ethical approvals may be re-768 

quired for any human-subjects research involving users, stakeholders, or other partici-769 

pants.770 
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Metric / 

Measurement 

Method

Applied Definition of Metric
Trustworthiness 

Characteristic(s)
Lifecycle Stage(s) References

Impact assessment

A structured evaluation of an AI 

system’s likely impacts on people, 

organizations, and resources.

Accountable & Trans-

parent, Accurate 

& Bias Managed, 

Explainable & In-

terpretable, Fair, 

Privacy-enhanced, 

Safe, Secure & Re-

silient, Valid & Reliable

Plan & Design [84], [85].

Field pilots

Limited real-world deployments 

used to evaluate an AI system in 

operational settings, i.e., in-situ 

evaluation.

Accountable & Trans-

parent, Accurate 

& Bias Managed, 

Explainable & In-

terpretable, Fair, 

Privacy-enhanced, 

Safe, Secure & Re-

silient, Valid & Reliable

Deploy [86], [87].

Focus groups and 

interviews

Qualitative methods that gather 

detailed perspectives and experi-

ences from participants about an 

AI system.

Accountable & Trans-

parent, Accurate 

& Bias Managed, 

Explainable & In-

terpretable, Fair, 

Privacy-enhanced, 

Safe, Secure & Re-

silient, Valid & Reliable

Plan & Design; Build; 

Use; Operate & 

Monitor

[88], [89], [90].

Structured human-

subject experiments

Controlled studies with human 

participants used to measure 

how people interact with or are 

affected by an AI system.

Accountable & Trans-

parent, Accurate 

& Bias Managed, 

Explainable & In-

terpretable, Fair, 

Privacy-enhanced, 

Safe, Secure & Re-

silient, Valid & Reliable

Build; Use; Operate & 

Monitor
[91], [4].

Post-deployment 

feedback

Analysis of feedback after release 

to identify positive and negative 

real-world impacts, e.g., ratings, 

complaints, and incidents analy-

sis.

Accountable & Trans-

parent, Accurate 

& Bias Managed, 

Explainable & In-

terpretable, Fair, 

Privacy-enhanced, 

Safe, Secure & Re-

silient, Valid & Reliable

Operate & Monitor [92], [93].

Usability and UX 

research

Evaluation of efficiency, effec-

tiveness, and user satisfaction 

in people’s interactions with AI 

systems.

Accountable & Trans-

parent, Accurate 

& Bias Managed, 

Explainable & In-

terpretable, Fair, 

Privacy-enhanced, 

Safe, Secure & Re-

silient, Valid & Reliable

Build; Use; Operate & 

Monitor
[94], [95], [96], [97].

User surveys

Structured questionnaires used 

to collect standardized feedback 

from users or stakeholders about 

an AI system.

Accountable & Trans-

parent, Accurate 

& Bias Managed, 

Explainable & In-

terpretable, Fair, 

Privacy-enhanced, 

Safe, Secure & Re-

silient, Valid & Reliable

Build; Use; Operate & 

Monitor
[88], [98], [4].

Table 5. Selected user and field testing methods. Informed consent, data protection, and 

legal or ethical approvals may be required for any human-subjects research involving 

users, stakeholders, or other participants.
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Appendix D. Selected Measurement Science Considerations for AI TEVV771 

The considerations summarized in this appendix draw from established principles in mea-772 

surement science and related evaluation fields and are adapted here for AI TEVV. Although 773 

AI systems introduce distinctive challenges, core concepts such as uncertainty estimation, 774 

clear definitions of measurement, and attention to validity remain broadly applicable to AI 775 

assessment (see e.g., [24, 25, 27, 30]). These considerations are not intended as prescrip-776 

tive requirements, but rather as general guidance to support more consistent, transparent, 777 

and interpretable evaluation of AI systems across a range of contexts and use cases.778 

Consideration Description

Calibration of evaluation processes
Periodically verify that evaluation tools, metrics, and measurement pro-

cesses remain reliable and consistent relative to baselines or ground truth.

Documentation of assumptions Record assumptions underlying data, models, and evaluation methods.

Documentation for reproducibility
Provide sufficient detail on methods, data, and procedures to enable inde-

pendent verification where feasible.

Ethical treatment of human subjects
Ensure studies involving human participants follow applicable ethical and 

institutional research standards.

Evidence-based claims
Ensure evaluation claims are supported by demonstrable evidence, realistic 

estimates, and available data.

Independent review or challenge
Seek peer review or independent evaluation to assess the credibility of 

claims and methodologies.

Measurement of uncertainty
Identify and report uncertainty arising from data limitations, stochastic 

model processes, or measurement variability.

Reporting limitations
Document known limitations of data, evaluation methods, or experimental 

design.

Validity
Confirm that evaluation methods measure intended properties and produce 

consistent results across comparable conditions.

Use of controls or baselines
Interpret results relative to reference models, prior system versions, or other 

comparison points.

Table 6. Selected considerations for increasing rigor in AI TEVV.
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Appendix E. Selected Experimental and Process Design Considerations for AI TEVV779 

The considerations summarized in this appendix draw from established principles in exper-780 

imental design and are adapted for application to AI TEVV. Experimental design principles 781 

emphasize the importance of clearly defined objectives, controlled conditions, and appro-782 

priate baselines to support valid and interpretable results (see e.g., [26], [99]). While AI 783 

systems often operate in complex and dynamic environments that limit full experimen-784 

tal control, these principles can still guide the design of evaluations that are systematic, 785 

transparent, and appropriate to the intended use and context of the system.786 

Consideration Description

Comparison baselines
Select appropriate reference systems, prior versions, or alternative meth-

ods for comparison.

Data selection
Ensure datasets reflect intended use cases or operational contexts where 

feasible.

Define evaluation objectives Define the specific capability, outcome, or risk being measured.

Documentation of procedures
Record experimental setup, parameter choices, and evaluation steps for 

transparency.

Prevent dataset contamination
Test data should not appear in training data or model development pro-

cesses.

Repetition and sampling
Run multiple trials when appropriate to account for stochastic model 

processes or sampling variability.

Variables and conditions
Identify and/or control for relevant system inputs, environmental condi-

tions, or operational factors affecting results.

Table 7. Selected experimental and process design considerations for AI TEVV.
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