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Abstract

This recommendation specifies four types of SHA-3-derived functions: CSHAKE, KMAC, TUPLEHASH,
and PARALLELHASH, each defined for 128- and 256-bit security strengths. CSHAKE is a cus-
tomizable variant of the SHAKE function, as defined in Federal Information Processing Standards
publication (FIPS) 202. KMAC (KECCAK Message Authentication Code) is a variable-length
message authentication code algorithm based on KECCAK (specified in FIPS 202) that can also
be used as a pseudorandom function. TUPLEHASH is a variable-length hash function designed
to hash tuples of input strings without trivial collisions. PARALLELHASH is a variable-length hash
function that can hash very long messages in parallel. This revision adds a streaming mode for
XOF computations, which allows applications to process input and request output incrementally
when the total input or output length is not known in advance.

Keywords

authentication; cryptography; CSHAKE; customizable SHAKE function; hash function; infor-
mation security; integrity; KECCAK; KMAC; message authentication code; parallel hashing;
PARALLELHASH; PRF; pseudorandom function; SHA-3; SHAKE; tuple hashing; TUPLEHASH.
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Note to the Reviewers

1. The KeccAK-derived functions in this recommendation have been updated to describe a
streaming mode of access that provides full XOF functionality. This involves calls to three
functions: INIT, ABSORB, and SQUEEZE.

2. lllustrative pseudocode is provided for the streaming interface, but the correct behavior of
all streaming modes is defined in terms of the corresponding single-call interface to the
functions.

3. The single-call interfaces for these functions are equivalent to the functions defined in the
previous version of this document.

4. cSHAKE, KMAC, and PARALLELHASH use the ABSORB function to incrementally input
data into the function so that ABSORB(X 1) followed by ABSORB(X2) has the same effect
as ABSORB(X1 || X2).

5. TurPLEHASH uses the ABSORB function somewhat differently in that each ABSORB call
processes one complete tuple element. NIST invites comment on whether this different use
of ABSORB might be confusing.
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1. Introduction

Federal Information Processing Standards publication (FIPS) 202, SHA-3 Standard: Permutation-
Based Hash and Extendable-Output Functions [1], defines fixed-length hash functions SHA3-224,
SHA3-256, SHA3-384, and SHA3-512 as well as eXtendable Output Functions (XOFs) SHAKE128
and SHAKE256. The SHA3 hash functions are named according to their output size, whereas
the SHAKE functions are named according to their security strength. For example, SHA3-256
has a 256-bit output and provides 256 bits of preimage resistance but only 128 bits of collision
resistance. SHAKE256 provides up to 256 bits of security against both preimage and collision
attacks, provided that a sufficiently long output is requested. These primitives are based on
Keccak [2-4], whose underlying design follows a sponge construction [5].

FIPS 202 also supports a flexible scheme for domain separation between different functions derived
from KECCAK—the algorithm [4] on which the SHA-3 Standard is based. Domain separation
ensures that different named functions, such as SHA3-512 and SHAKE128, pass distinct encoded
input strings into KECCAK. As a result, the outputs from different domains are expected to behave
as outputs of distinct functions.

This recommendation defines four SHA-3-derived function families: cSHAKE, KMAC, TUPLEHASH,
and PARALLELHASH. Each supports a user-selected customization string that can be used to
provide domain separation among different applications of the same function. For example, a
customization string could identify a particular application, such as computing a key fingerprint.
Each function has a version that supports 128-bit security and one that supports 256-bit security,
as described below.

The additional derived function families provide functionality that is not directly available from
the functions specified in FIPS 202 [1]. The function families are:

o KmAC128 and KMAC256 (see Sec. 4) are keyed hash functions that support variable-length
output and can be used as message authentication codes and pseudorandom functions.
KMAC stands for KECCAK Message Authentication Code.

o TupLEHASH128 and TUPLEHASH256 (see Sec. 5) hash tuples of input strings unambiguously
by encoding each tuple element and its length so that different tuples, including tuples that
differ only by the placement or presence of empty strings, are represented by different inputs
to the underlying function.

o PARALLELHASH128 and PARALLELHASH256 (see Sec. 6) are variable-length hash functions
that provide a mechanism to take advantage of parallel processing when hashing long
messages.

CSHAKE, KMAC, TUPLEHASH, and PARALLELHASH all have the following properties in common:

 They are all derived from the functions specified in FIPS 202 [1].
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o All have variants that support 128-bit and 256-bit security strengths. Following the
convention of SHAKE in [1], these variants are named by their claimed security strength.
Thus, CSHAKE128 is the CSHAKE variant with 128-bit security, and KMAC256 is the KMAC
variant with 256-bit security. For conciseness, this recommendation uses the notation
F(s), where s € {128,256}, to denote the corresponding security-strength variant of a
function family F. For example, CSHAKE(128) denotes CSHAKE128, and CSHAKE(256)
denotes CSHAKE256. The same convention is used for SHAKE, KMAc, TuPLEHASH, and
PARALLELHASH.

 All of the functions except CSHAKE are defined in terms of CSHAKE.
o All support user-defined customization strings.
o All can produce outputs of arbitrary requested length.

— KMAC, TuPLEHASH, and PARALLELHASH incorporate the requested output length
into the input to CSHAKE so that even two calls to the same function with identical
inputs are domain-separated when they request different outputs.

— Kmac, TupLEHASH, and PARALLELHASH also have XOF variants (respectively,
KmacXor, TuPLEHASHXOF, and PARALLELHASHXOF). These are intended for
applications in which the functions need to process input data before the requested
output length is known. They are domain-separated from any fixed-output length call
to KMAC, TUPLEHASH, or PARALLELHASH.

— CSHAKE, SHAKE, KMACXOF, TuPLEHASHXOF, and PARALLELHASHXOF support
interfaces for incremental input processing and incremental XOF output, as specified
in Section 7.

XOFs and variable-length hash functions are similar constructions in that both allow an application
to request output of different lengths. However, they differ in how the requested output length
affects the computation. For a XOF, the output can be viewed as an infinitely long output stream.
Requesting more output bits simply gets more bits from that string, and so the first £ bits of
a longer output are identical to the output obtained by requesting ¢ bits. In contrast, for the
variable-length hash functions defined in this recommendation, the requested output length is
encoded as part of the input to the underlying CSHAKE call. Thus, calls that differ only in the
requested output length are domain-separated and expected to produce unrelated outputs. In
this recommendation, CSHAKE, SHAKE, KMACXOF, TUPLEHASHXOF, and PARALLELHASHXOF
provide XOF behavior, while KMAC, TUPLEHASH, and PARALLELHASH provide variable-length
outputs whose fixed-output calls are domain-separated by the requested output length.

The relationships among the function families defined in this recommendation and the Keccak-based
functions specified in FIPS 202 are illustrated in Figure 1.
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SHA-3 hash functions
(224,256,384,512)

KmAC
Keccak|c] (128.256)
sponge ~ :
CSHAKE TuPLEHASH

(128,256) (128,256)
N\ J
| CSHAKE = SHAKE [ PaRALLELHASH |

| for empty N and S (128 256)
Y ' J

SHAKE
(128,256)

Figure 1: Relationships among the KECCAK-based function families and their variants. Solid
arrows indicate derivation; the dashed arrow indicates that CSHAKE is equivalent to SHAKE when
N and S are empty.

History. NIST Special Publication (SP) 800-185 [6] was first published in 2016 and specified
CSHAKE, KMAC, TuPLEHASH, and PARALLELHASH as function families derived from KECCAK-
based functions in FIPS 202 [1]. This revision adds explicit interfaces for incremental XOF access
and incorporates technical and editorial clarifications based on public comments.

Organization. Section 2 introduces the notation, terminology, and internal functions used
throughout this recommendation. Section 3 specifies CSHAKE, which serves as the basis for the
other functions. Section 4 specifies KMAC, a keyed function for message authentication, keyed
hashing, and pseudorandom-function applications. Section 5 specifies TUPLEHASH, which hashes
tuples of bitstrings unambiguously. Section 6 specifies PARALLELHASH, which supports efficient
parallel processing of large inputs separated into distinct blocks. Section 7 specifies XOF access
and streaming interfaces. Sections 8 and 9 discuss implementation and security considerations,
respectively. Appendix A expresses KMAC, TUPLEHASH, and PARALLELHASH directly in terms
of the KECCAK]c| function. Appendix B describes a method for mapping function outputs to
integers in the range of {0,1,2,..., R — 1} for any positive integer R. Appendix C summarizes
the changes made in Revision 1.
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2. Preliminaries

In this document, binary constants are indicated in a monospaced font, as with 1001001. Bytes
are written as two-digit hexadecimal numbers from the ASCII characters 0 through 9 and A
through F, preceded by the prefix 0%, as with 0x49. In binary representation, bytes are written with
the low-order bit first, while in hexadecimal representation, bytes are written with the high-order
digit first. For example, because bits within a byte are displayed from low order to high order,
0x01 is written as 10000000, while 0x80 is written as 00000001.

These bit-ordering conventions follow the conventions established in FIPS 202 [1]. Character
strings appear in this document in double-quotes. Character strings are interpreted as bitstrings
whose length is a multiple of 8 bits, consisting of a 0 bit, followed by the 7-bit ASCII representation
of each successive character. Equivalently, these character strings are encoded as byte strings in
UTF-8.

2.1. Terms and Acronyms

Bit A binary digit: 0 or 1.

CMAC Cipher-based Message Authentication Code.
CSHAKE The customizable SHAKE function.

Domain Separation For a function, a partitioning of the inputs to different application domains
so that no input is assigned to more than one domain.

FIPS Federal Information Processing Standards publication.

Hash Function A deterministic function that maps an input bitstring to an output bitstring and
is designed to provide specified cryptographic properties, such as preimage resistance or
collision resistance.

Fixed-Length Hash Function A hash function for which the output length is fixed by the
function definition. For a given fixed-length hash function, all outputs have the same length.

HMAC Keyed-Hash Message Authentication Code.

Keccak A family of sponge functions built from KECCAK-f permutation and the multi-rate

padding rule. The KECCAK-based functions used in this recommendation are specified in
FIPS 202.

KMAC KECCAK Message Authentication Code.
MAC Message Authentication Code.

NIST National Institute of Standards and Technology.
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Pseudorandom Function (PRF) A keyed function that, to any party that does not know the
key, produces outputs that are computationally indistinguishable from the outputs of a
uniformly random function.

Rate In the sponge construction, the number of input bits processed per invocation of the
underlying function.

SHA-3 Secure Hash Algorithm 3.

Sponge Construction The method originally specified in [7] for defining a function from the
following: 1) an underlying function on bitstrings of a fixed length, 2) a padding rule, and
3) a rate. Both the input and the output of the resulting function are bitstrings that can be
arbitrarily long.

Sponge Function A function that is defined according to the sponge construction, possibly
specialized to a fixed output length.

String A sequence of bits.

Streaming Mode A way of accessing a XOF in which input bits are fed incrementally into the
function, and later output bits are requested incrementally from the function. In streaming
mode, the complete input need not be known until output bits are requested, and the total
number of output bits need not be known when output generation begins.

Variable-Length Hash Function A hash function that takes an input string and a requested
output length and returns an output string of that length. Different requested output lengths
are domain-separated, so outputs generated from the same input with different requested
lengths are expected to be unrelated. In this recommendation, this domain separation is
achieved by encoding the requested output length as part of the input to the underlying
CSHAKE call.

eXtendable-Output Function (XOF) A function that takes an input string and can produce
an output string of any requested length. The output is independent of the requested
output length in the sense that, for the same input, the shorter output is always a prefix of
the longer output.
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2.2. Basic Operations

Table 1. Basic Operations and Notation

Notation Description

[x] For a real number x, [x] is the least integer that is not strictly less than
x. For example, [3.2] =4, [-3.2] = —3, and [6] = 6.

0° For a non-negative integer s, 0° is the string that consists of s consecutive
0 bits. In particular, 0° is the empty string.

a mod b For integers a and b, with b > 0, a mod b is the unique integer r such
that 0 < r < b and a = gb + r for some integer q.

encg (1) For an integer i ranging from 0 to 255, encg () is the byte encoding of i
with bit O being the low-order bit of the byte.

len(X) For a bitstring X, len(X) is the length of X in bits.

X||Y For strings X and Y, X || Yis the concatenation of X and Y. For example,

11001 || 010 = 11001010.

2.3. Internal Functions

This section describes the string encoding, padding, and substring functions used in the definition
of the SHA-3-derived functions.

2.3.1. Integer to Byte String Encoding

Two internal functions, left_encode and right_encode, are defined to encode integers as byte

strings. Both functions can encode integers up to an extremely large maximum, 22040 — 1.

left_encode(x) encodes the integer x as a byte string in a way that can be unambiguously parsed
from the beginning of the string by inserting the length of the byte string before the byte string
representation of x.

right_encode(x) encodes the integer = as a byte string in a way that can be unambiguously
parsed from the end of the string by inserting the length of the byte string after the byte string
representation of x.

Using the function encg() to encode the individual bytes, these two functions are defined as
follows:
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Algorithm 1 left_encode(x)
Validity Conditions: 0 < z < 22040
Let n be the smallest positive integer for which 28" > z.

Let 2y, s, ..., T, be the base-256 encoding of x satisfying = = Z?Zl 28(n=ily.

Let O, = encg(x;), for i =1 to n.
Let O, = encg(n).
return O = O [| Oy [| -+ | Oy [ O

AN

Algorithm 2 right_encode(x)
Validity Conditions: 0 < x < 22040

1: Let n be the smallest positive integer for which 287 > z.

2: Let zq, 2, ..., 7, be the base-256 encoding of x satisfying = = 3= 28(n=ily.
3: Let O; = encg(z;), fori =1 to n.

4: Let O, = encg(n).

5 return O =0, | Oy || -+ || O, || Opyq-

As an example, right_encode(0) will yield 00000000 10000000, and left_encode(0) will yield
10000000 00000000.
2.3.2. String Encoding

The encode_string function encodes bitstring S so that .S and its length can be parsed unambigu-
ously from the beginning of the encoded string. The function is defined as follows:

Algorithm 3 encode_string(5)

Validity Conditions: 0 < len(S) < 22040
1: return left_encode(len(.5)) || S.

As an example, when S is the empty string "", encode_string(.5) yields 10000000 00000000.

If the bitstring .S is not byte-oriented (i.e., len(.S) is not a multiple of 8), the bitstring returned
from encode_string(.S) is also not byte-oriented. However, if len(S) is a multiple of 8, then the
length of the output of encode_string(.S) will also be a multiple of 8.

2.3.3. Padding

The bytepad(X, w) function prepends an encoding of the integer w to an input string X and then
pads the result with zeros until it is a byte string whose length in bytes is a multiple of w. In general,
bytepad is intended to be used on encoded strings. The byte string bytepad(encode_string(.S), w)

7
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can be parsed unambiguously from the left, whereas bytepad does not provide unambiguous
padding for all input strings.

The definition of bytepad() is as follows:

Algorithm 4 bytepad (X, w)

Validity Conditions: 0 < w < 22040

z = left_encode(w) || X.

while len(z) mod 8 # 0 do
z=2z|0

while (len(z)/8) mod w # 0 do
z = z || 00000000

return 2.

o gk =

2.3.4. Substrings

Let parameters a and b be non-negative integers. Informally, the substring(X,a,b) function
returns a substring from the bitstring X containing the values at bit positions a,a + 1,...,b — 1,
inclusive. More precisely, the substring function operates as defined below. All bit positions in the
input and output strings are indexed from zero. Thus, the first bit in a string is in position 0, and
the last bit in an n-bit string is in position n — 1.

Algorithm 5 substring(X, a,b)
cifa>0bora>len(X) then

1
2 return the empty string.

3: else if b < len(X) then

4: return the bits of X from position a to position b — 1, inclusive.

5: else

6 return the bits of X from position a to position len(X) — 1, inclusive.
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3. CSHAKE

3.1. Overview

The two variants, CSHAKE128 and CSHAKE256, support claimed security strengths of 128 and
256 bits, respectively. They are defined using the SHAKE and KECCAK|c] functions specified in
FIPS 202 [1].

3.2. Parameters

Both CSHAKE functions take four parameters:
« X is the main input bitstring. It may be of any length!, including zero.
« L is an integer representing the requested output length? in bits.

o N is a function-name bitstring used by NIST to define functions based on CSHAKE. When
no function other than CSHAKE is desired, NN is set to the empty string.

« S'is a customization bitstring. The user selects this string to define a variant of the function.
When no customization is desired, S is set to the empty string.3

An implementation of CSHAKE may support only input strings and output lengths that are whole
bytes. If so, a fractional-byte input string or a request for an output length that is not a multiple
of 8 shall result in an error.

When N and S are both empty strings, CSHAKE(X, L, N, S) is equivalent to SHAKE, as defined
in FIPS 202. Thus,

CSHAKE128(X, L,"", "") = SHAKE128(X, L), and
CSHAKE256(X, L,"", "") = SHAKE256(X, L).

CSHAKE is designed to provide domain separation across different choices of the function name
string N and customization string S. Thus, for two calls

CSHAKE(X, L, N{,S;) and CSHAKE(X,L,N,,S,),

When a string is specified to be “of any length” in this document, a theoretical limit (e.g., 22940 — 1 bits) may
apply. This limit is imposed by the integer encoding schemes left_encode and right_encode, defined in Sec. 2.3.1.
Beyond this limit, the string cannot be encoded. In the remainder of this document, absurdly large limits like
22040 _ 1 bits will often be treated interchangeably with no limit at all.

2When the requested output length is zero (i.e., L = 0), CSHAKE, KMAC, TUPLEHASH, and PARALLELHASH return
the empty string as the output.

3In computing languages that support default values for parameters, a natural way to implement this function
would be to set the default values for IV and S to empty strings.
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if Ny # Ny or S; # S5, the calls are domain-separated, and their outputs are expected to behave
as outputs of distinct functions. This includes the case in which N, and S| are empty strings.
That is, CSHAKE with any customization is domain-separated from the ordinary SHAKE function
specified in FIPS 202 [1].

3.3. CSHAKE Definition

CSHAKE is defined in terms of SHAKE or KECCAK|c| as follows: it either returns the result of a
call to SHAKE (if IV and S are both empty strings) or returns the result of a call to KECCAK|c]
with a padded encoding of N and S concatenated to the input string X.

Algorithm 6 CSHAKE(s)(X, L, N,S)
Validity Conditions: s € {128,256}, L > 0, len(N) < 22940 and len(S) < 22040
Lif N=""and S ="" then
2:  return SHAKE(s)(X, L)
3: else
4: r < 1600 — 2s
5. return KECCAK|2s] (bytepad (encode_string(N) | encode_string(S),r/S) | X |l OO,L)

3.4. Using the Function Name

The CSHAKE function includes an input string that may be used to provide a function name (NN).
This is intended for use by NIST in defining SHA-3-derived functions and should only be set to
values defined by NIST.# This parameter provides a level of domain separation by function name.
Users of CSHAKE should not assign their own values to NN, application-specific customization
should instead be provided through the customization string S. Nonstandard values of N could
cause interoperability problems with future NIST-defined functions.

3.5. Using the Customization String

The cSHAKE function also includes an input string (.S) to allow users to customize their use of
the function. For example, someone using CSHAKE128 to compute a key fingerprint (the hash
value for a public key) might use:

CSHAKE128(public_key, 256, "", "key fingerprint"),

where "key fingerprint" is a customization string S.

Different customization strings can be used to domain-separate different applications of CSHAKE.
For example, an application could use one customization string when computing a key fingerprint

4NIST will always make the function name IN a byte-oriented value.

10
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and a different customization string when computing a file identifier. This makes two uses behave
as distinct functions, even when the same underlying CSHAKE variant is used.

The customization string could in principle be of any length less than 22940 bits. However,
implementations may restrict the length of .S that they will accept.

3.6. SHAKE and CSHAKE as XOFs

CSHAKE is shown as a single function call with the full input and output known at the time
the call is made. In addition to the single-call interface, CSHAKE (and SHAKE) can be accessed
incrementally. CSHAKE can begin processing inputs before all input bits (or even the number of
input bits) are known. Similarly, it can begin producing output bits before the total number of
output bits is known, though all input bits must be fed into CSHAKE before any output bits are
produced. This requires a somewhat more complicated “streaming” interface. Section 7 provides
the specification for how the CSHAKE algorithm supports this kind of access. As with the single
function call above, calling CSHAKE in streaming mode with S = "" /N = "" gives SHAKE in
streaming mode.

11
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4. KmAc

4.1. Overview

The KECCAK Message Authentication Code (KMAC) algorithm is a PRF and keyed hash function
based on KECCAK. It provides variable-length output. For fixed-output invocations of KMAC,
the requested output length is encoded as part of the input to the underlying CSHAKE call.
Therefore, invocations that differ only in the requested output length are domain-separated and
generally produce different outputs. KMAC has two variants, KMAC128 and KMAC256, built from
CSHAKE128 and CSHAKE256, respectively. These variants provide claimed security strengths of
128 bits and 256 bits, respectively, as discussed in Section 9.

4.2. Parameters

Both KMAC functions take the following parameters:
o K is a bitstring of any length, including zero.
e X is the main input bitstring and may be of any length, including zero.
« L is an integer representing the requested output length® in bits.

« S'is an optional customization bitstring of any length, including zero. If no customization is
desired, S is set to the empty string.

Although the KMAC function is mathematically defined for keys of any length, approved uses
require the length of K to be at least the required security strength (see Section 9.4.1).

4.3. KMAC Specification

KMAC concatenates a padded version of the key K with the input X and an encoding of the
requested output length L. The result is then passed to CSHAKE along with the requested
output length L, the name N = "KMAC" = 11010010 10110010 10000010 11000010,° and
the optional customization string .S.

Algorithm 7 Kmac(s)(K, X, L, S)

Validity Conditions: s € {128,256}, len(K) < 22040 0 < L < 22940 and len(S) < 22040
1: r < 1600 — 2s
2: newX < bytepad (encode_string(K),r/8) | X || right_encode(L)
3: return CSHAKE(s) (newX, L, "KMAC", S)

5There is a limit of 22040 — 1 bits of output from this function, unless the function is used as a XOF, as discussed
in Sec. 4.4.
®In binary representation, bytes are written with the low-order bit first, as specified in Sec. 2.

12
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4.4. KMAcCXoOF Specification

Some applications of KMAC may not know the number of output bits that they will need until
after the outputs begin to be produced. For these applications, the XOF variant of KMAC, called
KMACXOF, provides CSHAKE-like behavior.

Conceptually, KMACXOF produces an infinite-length output string, and the caller simply uses as
many bits of the output string as needed. Truncated outputs of KMACXOF can be computed by
the function KMACXOF(s) (K, X, L, S) given by the pseudocode below. KMACXOF is identical to
the ordinary version of KMAC except that the encoded output length is set to 0, regardless of the
requested output length L, as shown in Step 2 of the pseudocode below.

Algorithm 8 KmacXor(s)(K, X, L, 5)

Validity Conditions: s € {128,256}, len(K) < 22010 [ > 0, and len(S) < 22040
1: 7 < 1600 — 2s
2: newX < bytepad (encode_string(K),r/éS) | X || right_encode(0)
3: return CSHAKE(s)(newX, L, "KMAC", S)

As with cSHAKE, KMACXOF is shown above as a single function call with the full input and
output known at the time the call is made. KMACXOF can also be accessed incrementally, as
specified in Section 7.

13
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5. TupLEHASH

5.1. Overview

TupPLEHASH is a SHA-3-derived hash function with variable-length output that is designed to
simply hash a tuple of potentially empty input strings in an unambiguous way. Such a tuple may
consist of any number of strings, including zero, and is represented in this document as a sequence
of strings or variables in parentheses, like ("a", "b", "c", .., "z").

TuPLEHASH is designed to hash a sequence of strings unambiguously, so that, for example
a TUPLEHASH computed on the tuple ("abc", "d") will produce a different hash value than
a TUPLEHASH computed on the tuple ("ab", "cd"), even though all of the remaining input
parameters are kept the same, and the two resulting concatenated strings are identical without
string encoding.

TuPLEHASH supports two security strengths: 128 bits and 256 bits. Changing any input to the
function, including the requested output length, will almost certainly change the final output.

5.2. Parameters

TuPLEHASH takes the following parameters:
o X is a tuple of zero or more bitstrings, any or all of which may be an empty string.
e L is an integer that represents the requested output length in bits.

« S'is an optional customization bitstring of any length, including zero. If no customization is
desired, S is set to the empty string.

5.3. TupLEHASH Specification

TuPLEHASH encodes the sequence of input strings in an unambiguous way, encodes the requested
output length at the end of the string, and passes the result into CSHAKE along with the function
name (NN) of "TupleHash" and the optional customization string S.

If X is a tuple of n bitstrings, let X[i] be the ith bitstring, numbering from 0. The TuPLEHASH
functions are defined in pseudocode as follows:

14
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Algorithm 9 TupLEHASH(s) (X, L, 5)

Validity Conditions: s € {128,256}, 0 < L < 22940 |en(X[i]) < 22910 for every i such that
0 <i<n, and len(S) < 22040
z 4= ""
n <— the number of input strings in the tuple X
fori=0ton—1do
z <+ z || encode_string(X[7])

newX < z || right_encode(L)
return CSHAKE(s) (newX, L, "TupleHash",.5)

9 K e+

5.4. TupPLEHASHXOF Specification

Some applications of TUPLEHASH may not know the number of output bits they will need until
after the outputs begin to be produced. For these applications, the XOF variant of TUPLEHASH,
called TuPLEHASHXOF, provides XOF behavior analogous to CSHAKE.

Conceptually, TuPLEHASHXOF produces an infinite-length output string, and the caller simply
uses as many bits of the output string as are needed. Truncated outputs of TUPLEHASHXOF
can be computed by the function TUPLEHASHXOF(s) (X, L, S) given by the pseudocode below.
TuPLEHASHXOF is identical to the ordinary version of TUPLEHASH except that the encoded
output length is set to 0, regardless of the requested output length L, as shown in Step 5 of the
pseudocode below.

Algorithm 10 TupLEHASHXOF(s)(X, L, .S)

Validity Conditions: s € {128,256}, L > 0, len(X[i]) < 22%40 for every i such that 0 < i < n,
and len(S) < 22040
Z4""
n < the number of input strings in the tuple X
fori=0ton—1do
z < z || encode_string(X[])

newX < z || right_encode(0)
return CSHAKE(s)(newX, L, "TupleHash", S)

SR

As with cCSHAKE, TUPLEHASHXOF is shown above as a single function call with the full input and
output known at the time the call is made. TUPLEHASHXOF can also be accessed incrementally,
as specified in Section 7. The streaming interface for TUPLEHASHXOF is slightly different than
those of CSHAKE and KMACXOF in that each ABSORB call processes one complete tuple element.
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6. PARALLELHASH

6.1. Overview

The purpose of PARALLELHASH is to support the efficient hashing of very long strings by taking
advantage of the parallelism available in modern processors. PARALLELHASH supports the 128-
and 256-bit security strengths and also provides variable-length output. Changing any input
parameter to PARALLELHASH, even the requested output length, will result in unrelated output.
Like the other functions defined in this document, PARALLELHASH also supports user-selected
customization strings.

6.2. Parameters
PARALLELHASH takes the following parameters:
e X is the main input bitstring. It may be of any length, including zero.

e B is the block size in bytes that is used to partition X for parallel hashing. It may be any
integer such that 0 < B < 22040,

o L is an integer that represents the requested output length in bits.

« S'is an optional customization bitstring of any length, including zero. If no customization is
desired, S is set to the empty string.

6.3. PARALLELHASH Specification

PARALLELHASH divides the input bitstring X into a sequence of contiguous, non-overlapping
blocks of at most B bytes, where every block except possibly the final block has a length of exactly
B bytes. It then computes the hash value for each block separately. Finally, these hash values are
combined and passed to CSHAKE along with the function name (V) of "ParallelHash", the
optional customization string .S, and some encoded integer values to generate the final hash value
of the function.

The PARALLELHASH functions are defined in pseudocode as follows:

"A generic parallel hash mode for other NIST-approved hash functions may be developed in the future. The function
here (i.e., PARALLELHASH) is specifically based on CSHAKE and, thus, on KECCAK.
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Algorithm 11 PARALLELHASH(s)(X, B, L, S)

Validity Conditions: s € {128,256}, 0 < B < 2290 [len(X)/(8-B)] < 220, 0 < L <
22040 " and len(S) < 22040
I n < [len(X)/(8B)]
2: z < left_encode(B)
3: fori=0ton—1do
4
5

P+ substring(X, 8iB,8(i + 1)B>
z < z || CSHAKE(s) (p, 9, M ..)

6: z < z || right_encode(n) || right_encode(L)
7: return CSHAKE(s) (z,L, "ParallelHash", S)

6.4. PARALLELHASHXOF Specification

Some applications of PARALLELHASH may not know the number of output bits they will need until
after the outputs begin to be produced. For these applications, the XOF variant of PARALLELHASH,
called PARALLELHASHXOF, provides XOF behavior analogous to CSHAKE.

Conceptually, PARALLELHASHXOF produces an infinite-length output string, and the caller simply
uses as many bits of the output string as needed. Truncated outputs of PARALLELHASHXOF
can be computed by the function PARALLELHASHXOF(s)(X, B, L, S) given by the pseudocode
below. PARALLELHASHXOF is identical to the ordinary version of PARALLELHASH except that
the encoded output length is set to 0, regardless of the requested output length L, as shown in
Step 6 of the pseudocode below.

Algorithm 12 PARALLELHASHXOF(s) (X, B, L, S)

Validity Conditions: s € {128,256}, 0 < B < 22010 [len(X)/(8B)] < 22010 L > 0, and
len(S) < 22040
len(X)
8B

z < left_encode(B)
fori=0ton—1do

P « substring( X, 8iB,8(i + 1)B)

z + z || CSHAKE(s) (P, 2s, " ")

[y

6: z < z || right_encode(n) || right_encode(0)
7: return CSHAKE(s) (Z,L, "ParallelHash", S)

513 As with CSHAKE, PARALLELHASHXOF is specified above as a single function call. Section 7
53 specifies streaming access to PARALLELHASHXOF in which portions of the input may be provided
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incrementally. The boundaries between successive input portions need not coincide with the
B-byte PARALLELHASHXOF block boundaries.
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7. XOF Access and Streaming Interfaces

This section specifies XOF access for CSHAKE, KMACXOF, TUPLEHASHXOF, and PARALLELHASHXOF,

including a streaming interface for absorbing input and squeezing output incrementally. The
interfaces specify the required input-output behavior but do not require any particular internal
representation.

For CSHAKE, the output can be viewed as a single stream of bits. For fixed values of the
function-name string N, the customization string S, and the input, requesting additional output
extends the same stream. Consequently, multiple squeeze calls produce the same result as a single
squeeze call that requests the same total number of output bits.

7.1. Interface Model

The streaming interface is defined in terms of a context object denoted by ctx that maintains
the state of an ongoing computation across calls. The internal representation of ctx is not
specified by this recommendation. A conforming implementation may use any representation of
ctx, provided that the same sequence of non-context inputs will result in the same sequence of
non-context outputs when the implementation performs a series of calls to the interface using its
own representation of ctx.

For a function F, the streaming interface consists of three operations:
e INIT, which creates a new context for a particular function and its parameters
e ABSORB, which provides input to the context
e SQUEEZE, which returns output from the context

These operations can be written as:

ctx « FaNiT(...)
ctx < F.ABSORB(ctx, X)
ctx, Z < F.SQUEEZE(ctx, )

where X is an input string, ¢ is the requested number of output bits, and Z is the returned output
string of length ¢.

The interface has two phases: an absorbing phase followed by a squeezing phase. The absorbing
operation may be called zero or more times before the first call to the squeezing operation.
The squeezing operation may then be called one or more times. Once squeezing has begun, no
additional input may be absorbed into the same context. An implementation that receives an
absorb request after squeezing has begun shall signal an error and shall not modify the context
as a result of that request.
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The interpretation of an absorb call depends on the function. For CSHAKE and KMACXOF,
successive absorb calls provide consecutive portions of a single input string. For TUPLEHASHXOF,
the interface distinguishes individual tuple elements. For PARALLELHASHXOF, successive absorb
calls provide consecutive portions of the input string, and the implementation partitions their
concatenation into B-byte blocks. The function-specific behavior is specified in the following
subsections.

7.2. Streaming Access to CSHAKE

Streaming access to CSHAKE is required to produce the same output stream as a single invocation
of CSHAKE on the concatenation of all absorbed input strings. Specifically, if

X=X, | Xy || -] X,
then a sequence of calls

ctx <— CSHAKE(s).INIT(V, S),
ctx <— CSHAKE(s).ABSORB(ctx, X, ),

ctx <— CSHAKE(s).ABSORB(ctx, X,,),
(ctx, Z,) < CSHAKE(s).SQUEEZE(ctx, {4 ),

(ctx, Z,) < CSHAKE(s).SQUEEZE(ctx, ;)

shall satisfy
t
Zy || || Z, = cSHAKE(s)(X, > "¢;,N,S).

=1

Algorithm 13 gives a reference procedure that satisfies this requirement. It is not intended to
prescribe the internal representation of ctx. An implementation may maintain the underlying
sponge state or use any other representation, provided that the requirements above are satisfied.
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Algorithm 13 Reference procedure for streaming XOF access to CSHAKE(s)

Validity conditions: s € {128,256}, len(IN) < 22940 len(S) < 22040 and ¢ > 0 for each squeeze call.

Structure ctx:

ctx.state: the 1600-bit Keccak state;

ctx.index: the current position within the rate portion of ctx.state; during absorption, it is the number of
rate bits already filled, and during squeezing, it is the number of rate bits already returned;

ctx.suffix: the domain-separation suffix;

ctx.squeezing: a Boolean indicating whether the context is in the squeezing phase.

Initialization

1: function CSHAKE(s).INIT(N, S)
2: r < 1600 — 2s

3: Create a new context ctx
4. ctx.state < 01699: ctx.index < O; ctx.squeezing «+ false
5 if N=""and S ="" then
6: ctx.suffix + 1111
7. else
8: ctx.suffix < 00
9: P < bytepad (encode_string(N) || encode_string(.S), 7’/8)
10: ctx < CSHAKE(s).ABSORB(ctx, P)
11: return ctx
1: function CSHAKE(s).ABSORB(ctx, X) 1: function CSHAKE(s).SQUEEZE(ctx, ¢)
2: r < 1600 — 2s 2: r < 1600 — 2s
3:  if ctx.squeezing or ctx.index ¢ {0,...,r—|| 3: if £ <0 or ctx.index ¢ {0,...,7 — 1} then
1} then 4: Signal an error and terminate
4: Signal an error and terminate 5. if ctx.squeezing = false then
5:  position < 0 6: ctx « CSHAKE(s).ABSORB(ctx, ctx.suffix)
6:  while position < len(X) do 7: P <« 1| olr—ctxindex=2)mod 7 | 4
7 m o min(len(X) — position,r —|| & ctx < CSHAKE(s).ABSORB(ctx, P)
ctx.index) 9: ctx.squeezing<—true
8: str <« substring( X, position, position + 10: ToGo « ¢
m) 11: Z "
9: B« Octx.index || str || 01600—ctx.index—m 12: while ToGo > 0 do
10: ctx.state « ctx.state @ B 13: m < min(ToGo, r— ctx.index)
11: ctx.index < ctx.index + m 14: Z A Z |
12: position <— position + m substring(ctx.state, ctx.index, ctx.index + m)
13: if ctx.index = r then 15: ctx.index < ctx.index + m
14: ctx.state || 16: ToGo < ToGo — m
KeccAak—p[1600, 24](ctx.state) 17: if ctx.index = r then
15: ctx.index + 0 18: ctx.state —
16: return ctx Keccak—p[1600, 24](ctx.state)
19: ctx.index < 0
20:  return (ctx, Z)
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7.3. Streaming Access to SHAKE

Streaming access to SHAKE is required to produce the same output stream as a single invocation
of SHAKE on the concatenation of all absorbed input strings. Specifically, if

X=X | X[ X

n’

then a sequence of calls

ctx <~ SHAKE(s).INIT(),
ctx < SHAKE(s).ABSORB(ctx, X ),

ctx <— SHAKE(s).ABSORB(ctx, X, ),
(ctx, Z;) < SHAKE(s).SQUEEZE(ctx, {4 ),

(ctx, Z,) < SHAKE(s).SQUEEZE(ctx, ¢,)

shall satisfy

Zi | || Z, = SHAKE(s) (X, l).

t
7
=1

Given that CSHAKE is defined to be equivalent to SHAKE when the strings N and S are empty,
a streaming implementation for SHAKE can be derived from a streaming implementation for
CSHAKE as follows:

1. SHAKE(S).INIT() = CSHAKE(s).INIT("","")
2. SHAKE(s).ABSORB(ctx, X) = CSHAKE(s).ABSORB(ctx, X)
3. SHAKE(s).SQUEEZE(ctx, /) = CSHAKE(S).SQUEEZE(ctx, /)

Other approaches are also permissible as long as the requirements above are met.

7.4. Streaming Access to KMACXOF

In the fixed-output definition of KMAC, the requested output length L is encoded as part of the
input to the underlying CSHAKE call. For XOF access, the encoded output length is set to zero
by appending right_encode(0) to the input. Consequently, KMACXOF is domain-separated from
the fixed-output KMAC and is not expected to produce the same output, even when the same key,
input string, customization string, and total output length are used.

Successive calls to KMACXOF(s).ABSORB provide consecutive portions of a single input string.
Specifically, it is required that if
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X=X || Xy [ [l X,

1)

then a sequence of calls

ctx < KMACXOF(s).INIT(K, S),
ctx <~ KMACXOF(s).ABSORB(ctx, X, ),

ctx <~ KMACXOF(s).ABSORB(ctx, X, ),
(ctx, Z;) < KMACXOF(s).SQUEEZE(ctx, ¢4 ),

(ctx, Z,) < KMACXOF(s).SQUEEZE(ctx, £;)

shall satisfy

t
Z, | Zy || -+ || Z, = KMACXOF(s) <K,X, 2%5) :
=1

Algorithm 14 gives a reference procedure that satisfies the requirements for streaming access to

KMACXOF. It is not intended to prescribe the internal representation of the context.

Algorithm 14 Reference procedure for streaming XOF access to KMACXOF(s)

=

10:
11:
12:

13:
14:

U

Validity Conditions: s € {128,256}, len(K) < 22%40 |en(S) < 22040 and ¢ > 0 for each
squeeze call.
function KMACXOF(s).INIT(K, S)

r < 1600 — 2s

X < bytepad(encode_string(K),r/8)

ctx < CSHAKE(s).INIT(“KMAC”, S)

ctx < CSHAKE(s).ABSORB(ctx, X)

return ctx

function KMACXOF(s).ABSORB(ctx, X)
ctx < CSHAKE(s).ABSORB(ctx, X)
return ctx

function KMACXOF(s).SQUEEZE(ctx, /)
if ctx.squeezing = false then
ctx < CSHAKE(s).ABSORB(ctx, right_encode(0))

(ctx, Z) < CSHAKE(s).SQUEEZE(ctx, /)
return (ctx, 7)
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The first call to KMACXOF(s).SQUEEZE appends right_encode(0) to the absorbed input and
transitions the context to the squeezing phase. Once squeezing has begun, no additional input
may be absorbed.

7.5. Streaming Access to TUPLEHASHXOF

In the fixed-output definition of TUPLEHASH, the requested output length L is encoded as part of
the input to the underlying CSHAKE call. For XOF access, the encoded output length is set to zero
by appending right_encode(0) to the input. Consequently, TUPLEHASHXOF is domain-separated
from the fixed-output TUPLEHASH and is not expected to produce the same output, even when
the same input tuple, customization string, and total output length are used.

Successive calls to TUPLEHASHXOF(s).ABSORB provide the individual elements of the input tuple.
Each call supplies one complete tuple element, which is encoded using encode_ string before it is
absorbed into the underlying CSHAKE context.

Specifically, if

X - (X()’Xl’ N 7XTL 1)7

then a sequence of calls

ctx < TUPLEHASHXOF(s).INIT(S),
ctx < TUPLEHASHXOF(s).ABSORB(ctx, X)),

ctx < TUPLEHASHXOF(s).ABSORB(ctx, X,, ),
(ctx, Z;) < TuPLEHASHXOF(s).SQUEEZE(ctx, ¢, ),

(ctx, Z,) < TuPLEHASHXOF(s).SQUEEZE(ctx, ¢, )

shall satisfy
t
Z, | Zy || -+ || Z, = TuPLEHASHXOF(s) (X,Zﬁ,.,s) :
=1

A call to TupLEHASHXOF(s).ABSORB(ctx, X) represents one complete tuple element. Thus,
two absorb calls with inputs X, and X represent the two-element tuple (X, X;) rather than
the one-element tuple (X, || X;).

Algorithm 15 gives a reference procedure that satisfies the requirements for streaming access to
TupPLEHASHXOF. It is not intended to prescribe the internal representation of the context.
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Algorithm 15 Reference procedure for streaming XOF access to TUPLEHASHXOF(s)
Validity Conditions: s € {128,256}, len(S) < 22040 and ¢ > 0 for each squeeze call.

1: function TUPLEHASHXOF(s).INIT(.S)
2:  ctx < CSHAKE(s).INIT("TupleHash”, 5)
3: return ctx

4: function TurPLEHASHXOF(s).ABSORB(ctx, X)
Validity Conditions: len(X) < 22040,

Ctx CSHAKE(S).ABSORB(ctx, encode_string(X))
6:  return ctx

o

7: function TUPLEHASHXOF(s).SQUEEZE(ctx, /)
8: if ctx.squeezing = false then
0: Ctx CSHAKE(s).ABSORB(ctx, right_encode(o))

10:  (ctx,Z) < CSHAKE(S).SQUEEZE(ctx, /)
11:  return (ctx, )

The first call to TuPLEHASHXOF(s).SQUEEZE appends right_encode(0) to the encoded tuple
and transitions the context to the squeezing phase. Once squeezing has begun, no additional
tuple elements may be absorbed.

7.6. Streaming Access to PARALLELHASHXOF

In the fixed-output definition of PARALLELHASH, the requested output length L is encoded as
part of the input to the underlying CSHAKE call. For XOF access, the encoded output length
is set to zero by appending right_encode(0) to the input. Consequently, PARALLELHASHXOF
is domain-separated from the fixed-output PARALLELHASH and is not expected to produce the
same output, even when the same input string, block size, customization string, and total output
length are used.

Successive calls to PARALLELHASHXOF(s).ABSORB provide consecutive portions of a single
input string. The boundaries between absorb calls do not determine the B-byte blocks used by
PARALLELHASH. Instead, the concatenation of all absorbed strings is divided into consecutive
blocks of at most B bytes, as specified in Section 6.4.

Specifically, if
X=X | Xy [l I X

n?
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s« then a sequence of calls

665 ctx < PARALLELHASHXOF(s).INIT(B, S),

666 ctx < PARALLELHASHXOF(s).ABSORB(ctx, X, ),
667

668 ctx <— PARALLELHASHXOF(s).ABSORB(ctx, X, ),
669 (ctx, Z;) < PARALLELHASHXOF(s).SQUEEZE(ctx, ¢, ),
670

671 (ctx, Z,) < PARALLELHASHXOF(s).SQUEEZE(ctx, £;)

2 shall satisfy
t

Zy || || Z, = PARALLELHASHXOF(s) (X, 372&75) :
=1

673

e« Algorithm 16 gives a reference procedure that satisfies the requirements for streaming access to
s PARALLELHASHXOF. It is not intended to prescribe the internal representation of the context.
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Algorithm 16 Reference procedure for streaming XOF access to PARALLELHASHXOF(s)

Validity Conditions: s € {128,256}, 0 < B < 22940 |en(S) < 22040 and £ > 0 for each squeeze call.
Structure ctx

outer: a context for CSHAKE(s)

buffer: bitstring

blockSize: positive integer

blockCount: non-negative integer
squeezing: Boolean

1: function PARALLELHASHXOF(s).INIT(B, S)

2 Create a new context ctx

3 ctx.outer <— CSHAKE(s).INIT (“ParallelHash",S)

4:  ctx.outer + CSHAKE(s).ABSORB (ctx.outer, Ieft_encode(B))
5: ctx.buffer «+ "

6: ctx.blockSize «+ B

7 ctx.blockCount <+ 0

8 ctx.squeezing < false

9 return ctx

10: function PARALLELHASHXOF(s).PROCESS_BLOCK(ctx, P)
Validity Condition: 0 < len(P) < 8ctx.blockSize

11: if ctx.blockCount = 22040 — 1 then

12: Signal an error and terminate

13: Y + CSHAKE(s)(P,2s,"","")

14:  ctx.outer <~ CSHAKE(s).ABSORB (ctx.outer,Y)

15:  ctx.blockCount < ctx.blockCount +1

16: return ctx

17: function PARALLELHASHXOF(s).ABSORB(ctx, X)
18: if ctx.squeezing = true then

19: Signal an error and terminate

20:  ctx.buffer < ctx.buffer | X

21:  while len(ctx.buffer) > 8 - ctx.blockSize do

22: P <+ substring(ctx.buffer, 0, 8ctx.blockSize)

23: ctx.buffer « substring(ctx.buffer, 8ctx.blockSize, len(ctx.buffer) )
24: ctx < PARALLELHASHXOF(s).process_block(ctx, P)

25:  return ctx

26: function PARALLELHASHXOF(s).SQUEEZE(ctx, ¢)

27: if ctx.squeezing= false then

28: if len(ctx.buffer)>0 then

20: ctx < PARALLELHASHXOF(s).process_block(ctx,ctx.buffer)
30: ctx.buffer "

31 T « right_encode(ctx.blockCount) || right_encode(0)

32: ctx.outer <~ CSHAKE(s).ABSORB (ctx.outer,T")

33: ctx.squeezing < true

34:  (ctx.outer,Z) < CSHAKE(s).squeeze(ctx.outer,?)
35 return (ctx,”Z)
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During the absorbing phase, each complete B-byte block is processed separately by using CSHAKE.
The resulting 2s-bit string is absorbed into an outer CSHAKE context. Any input that remains
after the last complete block is retained in the context until more input is provided or the first
squeeze call is made.

The first call to PARALLELHASHXOF(s).SQUEEZE processes any remaining nonempty partial
block, appends the number of processed blocks using right_encode, and appends right_encode(0)
to select XOF access. The context then transitions to the squeezing phase. Once squeezing has
begun, no additional input may be absorbed.
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8. Implementation Considerations

8.1. Precomputation

CSHAKE is defined so that all calls to the underlying KECCAK- f function [1] for accommodating the
function name NN and the customization string .S will process an integer multiple of r bits, where
r is the rate parameter. An implementation can precompute the result of processing this padded
block of NV and S with CSHAKE and, thus, will suffer no performance penalty when reusing the
same choices of N and S in multiple CSHAKE executions. Since TupleHash and PARALLELHASH
are defined in terms of CSHAKE, this same precomputation is available to implementations of
those functions as well.

KMAC can precompute the result of processing NV and S and the result of processing the key K.
Thus, KMAC128 using a fixed, precomputed customization string and key will process an input
string as efficiently as SHAKE128.

8.2. Limited Implementations

The cSHAKE, KMAC, TuPLEHASH, and PARALLELHASH functions are defined to accept a wide
range of possible inputs (e.g., unreasonably long inputs, inputs that involve fractional bytes)
and to produce a wide range of possible output lengths. However, it is acceptable for a specific
implementation to limit the possible inputs that it will process and the allowed output lengths
that it will produce. For example, it would be acceptable to limit an implementation of any
of these functions to producing no more than 65536 bytes of output, to producing only whole
bytes of output, or to accepting only byte strings (never fractional bytes) as inputs. Additionally,
implementations intended for only a specific, limited use may further restrict the sets of inputs
that they will process. For example, an implementation of TUPLEHASH256 used only to process
a 6-tuple of strings and always using a customization string of "address tuple" would be
acceptable.

If it is possible for an implementation of one of these functions to be given a set of inputs that it
cannot process, then the implementation shall signal an error condition and shall not produce an
output.

8.3. Exploiting Parallelism in PARALLELHASH

Specific implementations of PARALLELHASH are permitted to restrict their implementation to
a small subset of the allowed values. For example, it would be acceptable for a particular
implementation to only allow a single value of B if it were only expected to interoperate with
another implementation that similarly restricted B to that same value.
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PARALLELHASH can be implemented in a straightforward and reasonably efficient way even when
only sequential processing is available. However, a much faster implementation is possible when
each of the individual blocks of the message can be handled in parallel. The choice of block size
B can significantly affect this performance. PARALLELHASH is designed so that any machine that
can apply parallel processing can, in principle, benefit from that parallel processing. For example,
a machine that can hash four blocks in parallel and a machine that can hash 32 blocks in parallel
can each benefit from all of the parallel processing ability that is available.
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9. Security Considerations

9.1. Claimed Security Strength

CSHAKE, KMAC, TuPLEHASH, and PARALLELHASH are all defined for two claimed security
strengths: 128 bits and 256 bits.

CSHAKE128, KMAC128, TuPLEHASH128, and PARALLELHASH128 each provide a security strength
of up to 128 bits, subject to the output-length considerations in Section 9.3. This means that,
for a given output length L, there is no generic attack on one of these functions requiring less
than 228 work that does not also exist for any hash function with the same output length.
Similarly, cSHAKE256, KMAC256, TuPLEHASH256, and PARALLELHASH256 each provides a
security strength of 256 bits against generic attacks.

9.2. Security Properties for the Function Name and Customization
Strings

9.2.1. Equivalent Security to SHAKE for Any Legal N and S

For any valid function name string NV and the customization string S, CSHAKE128(X, L, N, S)
and CSHAKE256(X, L, N, S) are intended to provide the same claimed security strengths as
SHAKE128(X, L) and SHAKE256(X, L), respectively. There are no known weak values for NV or S.

9.2.2. Domain Separation Using Function Name or Customization Strings

Suppose that (nq,s;) and (ny, ) are two function-name and customization-string pairs, and
either n; # n, or s; # s,. The corresponding CSHAKE invocations are domain-separated. In
particular, for requested output lengths ¢; and g¢,, the functions CSHAKE(X, ¢;,n¢,5;) and
CSHAKE(X, ¢y, 19, So) may be treated as distinct functions of X with output lengths ¢; and ¢,
respectively. This means, for example, that:

o Keys k; and k,, where k; = CSHAKE(z{, qy,n¢,5;), and ks = CSHAKE(Z5, G5, Mg, S5 ),
and both keys are derived from secret but related quantities z; and x,, will not be susceptible
to related key attacks (with complexity less than the claimed security strength of the CSHAKE
function).

« Finding a collision such that CSHAKE128(x, L,n¢,s;) = CSHAKE128(xy, L, ny, Sy) is
expected to require a computational complexity on the order of min(2%/2,2128). Similarly,
finding a collision such that CSHAKE256(x;, L,n,,s;) = CSHAKE256(x4, L, 1y, S5) is
expected to require a computational complexity on the order of min(2%/2,2256).

Because KMAC, TuPLEHASH, and PARALLELHASH are derived from CSHAKE, they inherit these
properties. Specifically:
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o Each of these functions gives outputs that are unrelated to the outputs of any of the other
functions. There is, for example, no relationship between the outputs of KMAC (for any set
of inputs) and TUPLEHASH (for any set of inputs).

o For any of these functions, using a different customization string gives an unrelated output.
Thus, if s; # s,, PARALLELHASH(X, B, L,s;) and PARALLELHASH(X, B, L, s,) are
expected to have no particular relationship.

Except when used in XOF mode, KmAc, TuPLEHASH, and PARALLELHASH have the addi-
tional property that instances of the functions with different output lengths can be treated as
unrelated functions of their remaining inputs. For example, PARALLELHASH(X, B, ¢;,S) and
PARALLELHASH(X, B, g5, .5) can be treated as independent hash functions with input X and
output lengths ¢; and g5, respectively.

CSHAKE does not share this property. For ¢; < ¢y, CSHAKE(X,q;,N,S) is a prefix of
CSHAKE(X, ¢y, N, S). This is a property that CSHAKE shares with SHAKE and other XOFs. This
property is discussed in more detail in Appendix A.2 of FIPS 202.

9.3. Collision and Preimage Resistance

All of these functions support variable output lengths. The difficulty of an attacker finding a
collision or preimage for any of these functions depends on both the claimed security strength and
the output length.

A function like CSHAKE128, with a claimed security strength of 128 bits, may be vulnerable to

2128 work, regardless of its output length. A longer output

a collision or preimage attack with

does not generally improve its security against these attacks. However, a shorter output can make

the function more vulnerable to these attacks. With an output of L bits, a collision attack will

2L 2128
)

require min(2%/2,2128) work, and a preimage attack will require at least min( ) work.

9.4. Guidelines for Using KMAC Securely

For maximum flexibility and usefulness, the KMAC functions are defined for arbitrary-sized output
lengths and key lengths (up to 22040 — 1 bits). However, not all such output and key lengths are
secure.

9.4.1. KMAC Key Length

The input key length is the parameter that is most straightforwardly translated into a security
strength. Given a small number of known message-tag pairs, an attacker requires at most 2'e"(%)
operations to find the key K.
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Applications of this recommendation shall not select an input key K whose length is less than
their required security strength. Guidelines for cryptographic algorithm and key-size selection are
available in SP 800-57 [8].

9.4.2. KMAc Output Length

The output length is another important security parameter for KMAC. It determines the probability
that an online guessing attack will succeed in forging a MAC tag. In particular, an attacker will
need to make approximately 2 forgery attempts for each successful forgery. Since L only affects
online attacks, a system that uses KMAC for message authentication can mitigate attacks that
exploit a short L by limiting the total number of verification failures allowed under a given key.

When used as a MAC, applications of this recommendation shall not select an output length L
that is less than 32 bits and shall only select an output length that is less than 64 bits after a
careful risk analysis is performed.

To illustrate the security properties of KMAC for given parameter settings, Table 2 lists a few other
approved MAC algorithms along with equivalent settings for KMAC as an example. No truncation
of the associated tags (i.e., the 128-bit tag for AES-CMAC, the 256-bit tag for HMAC-SHA256,
and the 512-bit tag for HMAC-SHA512) is assumed in the listed algorithms, and equivalent
settings of different MAC algorithms do not result in the same output.

Table 2: KMAC parameter choices corresponding to selected MAC algorithms. In each call, K
denotes the secret key, and S denotes the KMAC customization string, which may be set to the
empty string when no customization is desired.

Selected MAC Algorithm KMAC Equivalent
AES-CMAC (K, text) KMAC128 (K, text, 128, S)

HMAC-SHA256 (K, text)  KMAG256 (K, text, 256, 5)
HMAC-SHA512 (K, text)  KMAG256 (K, text, 512, )

9.5. Security of Sponge Constructions

The sponge construction underlies KECCAK and, thus, all KECCAK-derived functions. Generic
security of the sponge construction has been studied extensively. While a full review of the

literature on this topic is beyond the scope of this document, useful starting points include
[5, 9, 10].

As cryptographic standards move toward quantum-secure algorithms, the security of these con-
structions must be considered in the context of quantum computers. In this setting, the underlying
permutation is public, and superposition queries can be made on it without knowledge of any
secret information, which contrasts with most symmetric cryptographic primitives. The quantum
security of the sponge construction is studied in [11-13].
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A number of works have also analyzed specific security properties of generic sponge constructions.
The security of keyed sponges (e.g., KMAC) is discussed in [14]. A more detailed analysis of
sponge constructions’ security against collisions is discussed in [15, 16]. Preimage resistance is
discussed in [17, 18].
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Appendix A KMAcC, TUPLEHASH, and PARALLELHASH in Terms
of KECCAK|c]

FIPS 202 [1] specifies the KECCAK]c] function on which the SHA-3 and SHAKE functions are
built. KMAC, TUPLEHASH, and PARALLELHASH are defined in terms of CSHAKE, as specified
in Sec. 3. In this appendix, KMAC, KMACXOF, TuPLEHASH, TuPLEHASHXOF, PARALLELHASH,
and PARALLELHASHXOF are defined directly in terms of KECCAK[c]. These definitions are exactly
equivalent to the definitions made in terms of CSHAKE in Sec. 4, 5, and 6.

Algorithm 17 KmAc(s) (K, X, L, S) in terms of KECCAK|c]

Validity Conditions: s € {128,256}, len(K) < 22940 0 < L < 22010 and len(S) < 22040
1: r < 1600 — 2s
2: newX < bytepad (encode_string(K),r/S) | X || right_encode(L)
3: T < bytepad (encode_string("KMAC") I encode_string(S),r/S)
4: return KECCAK[2s] (T || newX || 00, L)

Algorithm 18 KMACXoF(s)(K, X, L, S) in terms of KECCAK|c]

Validity Conditions: s € {128,256}, len(K) < 22010 [, > 0, and len(S) < 22910
1: r < 1600 — 2s
2: newX < bytepad (encode_string(K),r/S) | X || right_encode(0)
3: T < bytepad (encode_string("KMAC") | encode_string(S),r/S)
4: return KECCAK[2s] (T || newX || 00, L)

Algorithm 19 TupLEHASH(s)(X, L, S) in terms of KECCAK](]

Validity Conditions: s € {128,256}, 0 < L < 2290 |en(X[i]) < 22910 for every i such that
0 <i<n, and len(S) < 22040
r <— 1600 — 2s
Z4=""
n < the number of input strings in the tuple X
fori=0ton—1do
z < z || encode_string(X[7])

newX < z || right_encode(L)
T < bytepad <encode_string("TupleHash") | encode_string(S),r/S)

return KECCAK(2s](T" || newX || 00, L)

@ N gk e

37



NIST SP 800-185r1 ipd (Initial Public Draft) SHA-3-Derived Functions: CSHAKE,
October 2026 KmAc, TuPLEHASH, and PARALLELHASH

Algorithm 20 TurPLEHASHXOF(s)(X, L, S) in terms of KECCAK|(]

Validity Conditions: s € {128,256}, L > 0, len(X[i]) < 22%49 for every i such that 0 < i < n,

@ N gk e

and len(S) < 22040
r < 1600 — 2s
Z ="
n < the number of input strings in the tuple X
fori=0ton—1do
z < z || encode_string(X|[i])
newX < z || right_encode(0)
T < bytepad (encode_string("TupleHash") | encode_string(S),r/8)
return KECCAK|[2s] (T || newX || OO,L)

Algorithm 21 PARALLELHASH(s)(X, B, L, S) in terms of KECCAK|(]

Validity Conditions: s € {128,256}, 0 < B < 22010 [len(X)/(8B)] < 22%40, 0 < L < 22910,

=

and len(S) < 22040
r < 1600 — 2s
. Pen(X)—‘
8B
z < left_encode(B)
fori=0ton—1do
P « substring( X, 8iB,8(i + 1)B)
2+ z || Kecoak[2s](P | 1111, 2s)

z < z || right_encode(n) || right_encode(L)
T <+ bytepad (encode_string("ParallelHash") | encode_string(S),r/S)

return KEccak(2s](T || z || 00, L)
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Algorithm 22 PARALLELHASHXOF(s)(X, B, L, S) in terms of KECCAK|(]

Validity Conditions: s € {128,256}, 0 < B < 22010 [len(X)/(8B)] < 22040 L > 0, and

=

len(S) < 22040
r < 1600 — 2s
. Pen(X)—‘
8B
z < left_encode(B)
fori=0ton—1do
P « substring( X, 8iB,8(i + 1)B)
2+ z || Keccak[2s](P | 1111, 2s)

z < z || right_encode(n) || right_encode(0)
T < bytepad (encode_string("ParallelHash") | encode_string(S),r/8)
return Keccak(2s](T || z || 00, L)
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Appendix B Hashing Into a Range

XOFs, PRFs, and hash functions with variable-length output (e.g., CSHAKE, KMAC, TUPLEHASH,
PARALLELHASH) can easily be used to generate an integer N within the range 0 < N < R for
any positive integer R. The following method will produce outputs that are extremely close to a
uniform distribution over that range, assuming that the above functions approximate a uniform
random variable.

In order to hash into an integer in the range of {0,1,2,..., R — 1}, do the following:
1. Let k = [log,(R)] +128.

2. Call the hash function with a requested length of at least k bits. Let the resulting bitstring
be Z.

3. Let N = bits_to_integer(Z) mod R, where the bits_to_integer function is defined below.

At the end of this process, the variable N contains an integer that is extremely close to being
uniformly distributed in the range {0, 1,2, ..., R — 1}. For any possible output value ¢ such that
0 <t < R, the following statement is true®:

IProb(N = ¢) — 1/R| < 2-128/R.

In other words, the output of this process will have a very small bias. No value will be much more
or less likely to appear as the result of this process than it would have been had an integer been
selected uniformly at random from the integers between 0 and R — 1, inclusive.

This technique can be applied to SHAKE, CSHAKE, KMAC, TuPLEHASH, or PARALLELHASH
whenever an integer within a specific range is needed, so long as it is acceptable for the resulting
integer to have this very small deviation from the uniform distribution on the integers {0, 1, ..., R—

1.

The bits_to_integer function converts a bitstring to an integer as follows:

Algorithm 23 bits_to_integer(by, by, ..., b,,_1)

1: Interpret by, by, ..., b, as the bits of a bitstring, ordered from lowest-order bit to highest-order
bit.

. _ 1o
2 x=>3 " "2
3: return .

®In fact, the bound is slightly tighter than this. If w = the length of the bitstring Z in bits (w > [log,(R)]+128),
then |Prob(N =t¢) —1/R| <27%.
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Appendix C Summary of Changes

Revision 1 makes the following changes to SP 800-185:

Adds streaming interfaces for XOF access. A new section specifies init, absorb, and
squeeze interfaces for incremental input processing and output generation. Streaming access
is specified for CSHAKE and SHAKE and for the XOF forms of KMAC, TuPLEHASH, and
PARALLELHASH.

Clarifies the distinction between variable-length output and XOF access. The
revision explains that fixed-output KMAC, TUPLEHASH, and PARALLELHASH encode the
requested output length as part of the input, whereas the encoded output length is set to
zero in XOF mode.

Corrects the TUPLEHASH specification. The indexing of tuple elements is updated to
begin at zero, consistent with the definition of X[i]. The original publication defined Xi]
as numbered from zero but iterated from ¢ = 1, ..., n, resulting in an indexing inconsistency.
Additionally, validity conditions are added for the lengths of individual tuple elements.

Corrects the PARALLELHASH input length validity condition. The limit on the
number of PARALLELHASH blocks is expressed in terms of the number of B-byte blocks,
[len(X)/(8B)] < 22%19. The original publication instead used [len(X)/(B)] < 22040,
even though B is measured in bytes and len is measured in bits.

Merges algorithm specifications. The original publication separately specified 128-bit and
256-bit variants. Revision 1 uses parameterized pseudocode based on the security-strength
parameter s. The notation F'(s), where s € {128,256}, is used.

Updates the bit-ordering conversion in Appendix B. Algorithm 23 is revised so that
the ordering of the input bits is consistent with the bit-ordering conventions used throughout
this recommendation.

Makes editorial and organizational revisions throughout the document, including
updated terminology, notation, pseudocode formatting, and explanatory text.
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